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Abstract

The World Wide Web is a huge collection of web pages which is growing continuously. The task of searching them efficiently becomes a major challenge. The algorithms to achieve this should retrieve the most relevant matches in order for a given query and use the storage space efficiently. In this project, we will first discuss the conventional searching techniques and describe the problems faced by them. Then we will look into a few link based web searching techniques with emphasis on page ranking algorithm and HITS and see how these algorithms overcome the problems faced by the conventional search engines.

1.  Introduction

The World Wide Web creates many new challenges for information retrieval.  It is very large and heterogeneous [CDRR98].  Current estimates are that there are over 150 million web pages, growing exponentially every year. This explosion in the volume information coupled with the addition of new users, inexperienced in the art of web search, makes the task of designing a web search algorithm challenging. According to Lawrence and Giles no search engine indexes more than about 16% of the indexable web. Even this amount is much larger than what an individual user can process. So the issue is not the volume of information that can be returned, but the relevance with regards to the initial query [Litow01].  A good search engine should return the results in the decreasing order of their relevance to the input query i.e. the more relevant results should be returned before the lesser relevant results. First we will take a brief look into the conventional search engines, which use the text based techniques to rank the search results. Then we will look into a couple of next generation ranking algorithms that are completely link based i.e. they view the web as a directed graph and rank the web pages based on their connection with the other web pages. 

2.  Conventional search engines

Conventional search engine technology is based upon two main categories of search engines: the crawler based engine and the human-powered directories based engine.

2.1 Crawler based search engines 

These search engines have the following three components that are cascade to each other i.e. output of one becomes the input to the other component.

· Crawler: The crawler, also known as a spider or bot, is an automated application that accesses web pages on a regular basis.  It follows a listing of links, or path instructions, in order to “crawl” the Web. It reads the pages that it visits and returns the data to the indexer. In order to keep the data up to date, the crawler, repeatedly crawls the pages.

· The Index: Pages that have been crawled and returned are processed and the resulting data is stored in an index.  The index contains information about the words found on the page, the location of the words and other information dealing with presentation of the words.  This forms a massive database of words and associated links to pages that contain them.

· The Search Engine Software: The search engine software is the interface to the user that returns results. It is responsible for sifting through the data in the indexes to find pages that are deemed relevant. It is also responsible to rank all the results and present them in an ordered way to the user. 

2.2 Human-powered directories 

In this scheme, the web pages are stored in different directories depending upon their category. When a query is made, depending upon its category, the appropriate directory is searched. The major issue in such schemes is the construction of these directories. The most common way of constructing them is, the owner of a website submits the site for a review along with a short description of the site. Using this information, the reviewers decide as to which category this site falls into and then add it to the appropriate directory according to their perception.

2.2.1 Drawbacks of Human-powered directories

· As the reviewer categorizes the site and adds it to a particular directory, the directory into which a site goes completely depends on the reviewer’s perception which need not be the same as the user’s perception.

· With the continuous growth of the number of documents on the web, maintaining such directories may become infeasible.

3. Ranking Algorithms

These algorithms rank the search results depending upon their relevance to the search query. There are two catefories of these algorithms viz. text based and link based.

3.1 Text-Based Ranking in Conventional Search engines 

The ranking algorithms of a search engine are responsible for returning the results in the decreasing order of their relevance to the search query. To do this, these algorithms rank each of the search results. The ranking scheme used in the conventional search engines is purely Text-Based i.e. the pages are ranked based on their textual content, which seems to be logical. In such schemes, the factors that influence the rank of a page are:

· Location Factors influence the rank of a page depending upon where the search string is located on that page. The search query string could be found in the title of a page or in the leading paragraphs of a page or even near the head of a page.

· Frequency Factors deal with the number of times the search string appears in the page. The more time the string appears, the better the ranking of the page.

Most of the times, the affect of these two factors is consider together. For example, if a search string appears a lot of times near the beginning of a page then that page should have a high rank.

3.1.1 Disadvantages of Text Based Ranking 

Though the text based ranking scheme seems to be perfectly logical, it has the following drawbacks:

· Spamming: Spamming promotes the ranking of a page so that it will be listed in the first few results. This can be done by exploiting both the location and frequency factors that influence the ranking produced by a text based ranking algorithm. For example, a malicious user can create a dummy page that has a list of most common keywords in the title of a page or just repeating them in the text of the page. By doing so this dummy page gets a very high rank for most of the queries.

· Abundance and Relevance Problem: The crawler technique returns a large number of results all of which may not be relevant to the initial query specified. The focus should be to return a relatively small number of relevant results.
3.2 Link-Based Ranking Algorithms 

The next class of ranking algorithms are the link-based algorithms. These algorithms overcome the drawbacks of the text-based algorithms. They view the web as a directed graph where the web pages form the nodes and the hyperlinks between the web pages form the directed edges between these nodes. This web graph contains useful information. If a web page pi has a link pointing to web page pk, it indicates that the creator of pi considers pk to have relevant information for pi. The strength of the link based algorithms comes from such honest and unbiased opinions that are registered in the hyperlinks. In the rest of the paper, we extensively research the following two link-based algorithms

· PageRanking algorithm

· HITS (Hyperlink Induced Topic Search)

4. PageRank Algorithm

PageRank algorithm was proposed by the thesis of Page and Sergey Brin from Stanford University.  It is a method for measuring the relative importance of web pages objectively based on the large and heterogeneous graph of the web.  They have built the well known Google search engine utilized the PageRank theory.  The prototype of the search engine can be found on http://google.stanford.com included a complete crawling and indexing system with a full text and hyperlink database and more than 24 million web pages.

4.1 Definition

The general idea of PageRank algorithm is like the academic citation.  If an academic paper has been reference by many other papers, it means this paper has valuable information for certain topics.  On the hand, if it has never been referred to or just a few, it means that the paper may not have enough good information for related topics.  In this section, we will discuss deeply for how the PageRank algorithm works.

Definition 1
 Let E(u) be some vector over the Web pages that corresponds to a source of rank.  Then, the PageRank of a set of Web pages is an assignment, R, to the Web pages which satisfies
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(4.1)

This definition was given by Page and Brin [PBMW98].  R(u) is the ranking of a web page u.  
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 is a set of incoming edges of the vertex (web page) u which are also known as backlinks.  
[image: image3.wmf]v

N

 is the number of outgoing edges of a vertex v which is one of the web page points to u.  The constant c is a factor used for normalization so that the total rank of all web pages is constant.  The constant c is smaller than one because there are a number of pages with no forward links and their weight is lost from the system.  

The E is some vector over the web pages that corresponds to a source or rank which solve the problem of rank sinks mentioned by Page and Brin.  When there is a cycle for several web pages point to each other and there is no outgoing edges point to other web pages.  If there is a web page points to this loop, the loop will accumulate rank but never distribute any rank.  This forms the rank sink problem. The equation is recursive but it may be computed by starting with any set of ranks and iterating the computation until it converges.  Section 4.2 gives a detail explanation of the convergence property of the equation.

The equation is a probability distribution which can also be thought of as modeling the behavior of a “random surfer” who started by surfing a random page, and keep clicking on the links.  This forms the first part of the equation, 
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.  When he got into a loop of web pages, it is unlikely that he will continue in the loop forever.  The surfer will jump to some other page.  This is modeled by the distribution of E.  E vector is often uniform, but it can also use to customize the PageRank [PBMW98].  According Brin and Page, they have done many experiments and they got the best value of E as 0.15.


According to Brin and Page [PB98], Google search engine used the following definition which choosing the uniform value of E:

Definition 2
We assume page A has pages T1...Tn which point to it (i.e., are citations). The parameter d is a damping factor which can be set between 0 and 1. We usually set d to 0.85.  Also C(A) is defined as the number of links going out of page A. The PageRank of a page A is given as follows:

PR(A) = (1-d) + d (PR(T1)/C(T1) + ... + PR(Tn)/C(Tn))

(4.2)

Note that the PageRanks form a probability distribution over web pages, so the sum of all web pages’ PageRanks will be one.

Craven has an intuitive explanation of the algorithm [Craven].  PageRank is a numeric value that represents how important a page is on the web.  Google figures that when one page links to another page, it is effectively casting a vote for the other page. The more votes that are cast for a page, the more important the page must be. Also, the importance of the page that is casting the vote determines how important the vote itself is. Google calculates a page's importance from the votes cast for it. How important each vote is taken into account when a page's PageRank is calculated.

4.2 Convergence Properties

According to definition 2, the PR of each web page depends on the PR of the web pages pointing to it, but we won’t know what PR of those web pages until the web pages pointing to them have their PR calculated.  It looks like you will never get the result.


PageRank or PR(A) can be calculated using a simple iterative algorithm, and corresponds to the principal eigenvector of the normalized link matrix of the web [PBMW98].  We could just go ahead and calculate a web page’s PR without knowing the final value of the PR of other pages which point to it.  Each time we run the algorithm, we will get a closer estimation of the final value.  The example of section 4.1.4 will give a good view of how this works.


According to experiment of Brin and Page [PBMW98], PageRank on a large 322 million link database converges to a reasonable tolerance in roughly 52 iterations and 45 iterations on half the data.  PageRank will scale very well even for extremely large collections because the scaling factor is roughly linear in log n.


Mukherjea and Foley suggest that a random walk on a graph is a stochastic process where at any given time step we are at a particular node of the graph and choose an outgoing edge uniformly at random to determine the node to visit at the next time step.  It is said to be rapidly-mixing if it quickly converges to a limiting distribution on the set of nodes in the graph [MR95].  The importance ranking of a node is essentially the limiting probability that the random walk will be at that node after a sufficiently large time.  The fact that the PageRank computation terminates in logarithmic time is equivalent to saying that the random walk is rapidly mixing [PBMW98].

4.3 Pseudo Algorithm

Algorithm PageRank (G)


Input: An n-element array of G which represent set of vertex or web pages


Output: An n-element array of PR which represent PageRank for each web page


Comment: Start with a uniform distribution


For 
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Let J be a n-element of array
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For 
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Let PR be a n-element of array



Comment: 
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For all pages Q such that Q links to PR[i] do




Let 
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be the number of outgoing edge of Q
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If the difference between J and PR is small do



Return PR





For 
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4.4 Examples

A C program has been written using the pseudo algorithm in section 4.3 to calculate the PageRank of the examples.

Example 1


The result shows that it took 24 iterations for this example to converge:

A: 0.16667 B: 0.16667 C: 0.16667 D: 0.16667 E: 0.16667 F: 0.16667

A: 0.36250 B: 0.30406 C: 0.50412 D: 0.15000 E: 0.55723 F: 0.62364

A: 0.89435 B: 0.53010 C: 0.81914 D: 0.15000 E: 0.78718 F: 0.81910

A: 1.19437 B: 0.65761 C: 1.00084 D: 0.15000 E: 0.91859 F: 0.93080

A: 1.36654 B: 0.73078 C: 1.10511 D: 0.15000 E: 0.99400 F: 0.99490

A: 1.46534 B: 0.77277 C: 1.16495 D: 0.15000 E: 1.03728 F: 1.03169

A: 1.52204 B: 0.79687 C: 1.19928 D: 0.15000 E: 1.06211 F: 1.05280

A: 1.55457 B: 0.81069 C: 1.21899 D: 0.15000 E: 1.07636 F: 1.06491

A: 1.57324 B: 0.81863 C: 1.23030 D: 0.15000 E: 1.08454 F: 1.07186

A: 1.58396 B: 0.82318 C: 1.23678 D: 0.15000 E: 1.08924 F: 1.07585

A: 1.59011 B: 0.82580 C: 1.24051 D: 0.15000 E: 1.09193 F: 1.07814

A: 1.59363 B: 0.82729 C: 1.24264 D: 0.15000 E: 1.09347 F: 1.07945

A: 1.59566 B: 0.82816 C: 1.24387 D: 0.15000 E: 1.09436 F: 1.08021

A: 1.59682 B: 0.82865 C: 1.24457 D: 0.15000 E: 1.09487 F: 1.08064

A: 1.59749 B: 0.82893 C: 1.24498 D: 0.15000 E: 1.09516 F: 1.08089

A: 1.59787 B: 0.82910 C: 1.24521 D: 0.15000 E: 1.09533 F: 1.08103

A: 1.59809 B: 0.82919 C: 1.24534 D: 0.15000 E: 1.09543 F: 1.08111

A: 1.59822 B: 0.82924 C: 1.24542 D: 0.15000 E: 1.09548 F: 1.08116

A: 1.59829 B: 0.82927 C: 1.24546 D: 0.15000 E: 1.09551 F: 1.08119

A: 1.59833 B: 0.82929 C: 1.24549 D: 0.15000 E: 1.09553 F: 1.08120

A: 1.59835 B: 0.82930 C: 1.24550 D: 0.15000 E: 1.09554 F: 1.08121

A: 1.59837 B: 0.82931 C: 1.24551 D: 0.15000 E: 1.09555 F: 1.08122

A: 1.59838 B: 0.82931 C: 1.24552 D: 0.15000 E: 1.09555 F: 1.08122

A: 1.59838 B: 0.82931 C: 1.24552 D: 0.15000 E: 1.09555 F: 1.08122

Total PageRank = 6.00000

Observe the PageRank of D, we found that this page got 0.15 even if it has no outgoing edge.  The reason is because of the equation 2:  PR(D) = 1-0.85 + 0 = 0.15.  Thus, the minimum value of the PageRank of a page is 0.15.  The total PageRank is the number of vertexes, which are 6.

Example 2


A: 0.36081 B: 0.30334 C: 0.49601 D: 0.15000 E: 0.55348 F: 0.62045

Total PageRank = 2.48409


This example is almost the same as Example 1, but F doesn’t have any outgoing edge.  The total of PageRank is not equal to 6 because F isn’t passing the weight to other page.  This is called dangling link, and it is an issue for the PageRank.  The solution is to remove all the dangling links until all the PageRanks are calculated, and add them back after that.  This will not affect things significantly [PBMW98].

4.5 Complexity Analysis

The complexity analysis of PageRank algorithm is very straightforward.  Observe the pseudo algorithm in section 4.3, the running time of the algorithm is depending on three elements:  number of iterations (i), number of web pages (n) and number of outgoing edges of each web page (o).  The complexity is roughly
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.  Since the number of iterations and the outgoing edges of each page is pretty small compare to number of web pages.  The complexity of the PageRank is O(n).

5. HITS (Hyperlink Induced Topic Search) Algorithm

5.1 Overview

HITS algorithm was proposed by Jon M. Kleinberg. The main objective of this algorithm is to produce the ordering of the search results i.e. to rank the search results by their relevance to the search query and present the results so that the most relevant results are presented before the rest. HITS is a link based algorithm and unlike the PageRanking algorithm, it uses both the in-degree and out-degree of a node to determine its final ranking.

5.2 Algorithm

Let ‘q’ be the query given to the search engine. HITS algorithm produces the ordered results for this query by passing the query through the following steps:

5.2.1 Constructing a focused sub-graph

The initial input to the HITS algorithm is a small set of web pages, Sq. To obtain this set, the query ‘q’ is first processed by a text based search engine like AltaVista. The top ‘t’ results returned by this search engine form the set Sq. Let us call this the root set Rq. This set should have the following properties:

· The set should be relatively small

· The set should be rich in relevant pages

· The set should contain most of the strongest authorities

The first property can be satisfied by choosing ‘t’ to be small. Since Rq is formed from the results of a text based search engine, it will be rich in the relevant pages. So the second property is also satisfied. But according to [Klein01], it falls short of satisfying the third property because there will be extremely few links between the pages of Rq. So we will expand Rq to another set called the base set Bq, which satisfies all three properties. To do this we use a Region Growing Method.

Region Growing Method: Base set comprises of all the pages in the root set and also all the pages that are pointing to or pointed by any of the pages in the root set. To make sure that this set does not become too big, we put a constraint saying that any page in the root set can bring in at most ‘d’ pages. If any page in the root set is referenced by more than d pages then an arbitrary set of those pages is picked.

The graph and refinements: Next we construct a directed graph representing the base set. The web pages in the base set form the nodes of this graph and the hyperlinks between the web pages form the directed edges. If we assume that there are ‘n’ nodes in this graph then this graph can be represented by a n x n adjacency matrix. Each entry (i,j) of this matrix has a value 1 if there is an edge between the corresponding nodes i and j. Otherwise it is 0.

To reduce the number of redundant edges in this graph, we perform the following refinements:

· Since many of the edges between the nodes of same domain exist for navigational purposes, we can eliminate them.

· We can also limit the number of edges from a particular domain for each page in the graph. This takes care of the situations where a large number of pages from a single domain pointing to a particular page represent some form of advertisement or other collusion. For example a link at the bottom of each page of a site that points to the homepage of the site.

5.2.2 Identifying Hubs and Authorities

Kleinberg assigns two roles to each node in the graph [1]. Consider a directed edge from V1 to V2. Here V1 is called the Hub and V2 is called the Authority.















[image: image18]
Figure 5.1: V4 and V5 are the Hubs, V2 and V3 are the Authorities and V1 acts both as a Hub and Authority


Authority: A valuable and informative page is usually pointed by a large number of hyperlinks i.e. it has a large in degree. Such a webpage is called an Authority. 

Hub: A webpage that points to many authority pages is itself a useful resource and is called a Hub. A hub has a very large out-degree. 

Significance of Hubs and Authorities: In [Klein01], Kleinberg suggests that hubs and authorities exhibit a mutually reinforcing relationship. A good hub is a page that points to many good authorities, and, a good authority is a page that is pointed to by many good hubs. This relationship helps us overcome the difficulties faced in the situations where a web page, that is highly relevant to the search query, does not contain the query text. Earlier algorithms like google might not return such pages but HITS, by utilizing this relationship, will successfully return them. This is because the hub pages tend to pull together authorities on a common topic.

5.2.3 Hub and Authority Ranking

Each webpage pi acts as both an authority and a hub and hence each page has an authority ranking xi and a hub ranking yi. Authority ranking of pi is given by the sum of the hub rankings of all the web pages that point to pi and hub ranking of pi is given by the authority rankings of all the web pages that are pointed by pi. This can be represented as

xi = 
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      (5.1)

Here E is the set of edges in the web graph. From Eq (5.1) we can clearly see the mutually reinforcing relationship between the authority and the hub scores. Using the Eq (5.1), iteratively update the hub and authority scores of each web page. Then sort the web pages in the decreasing order of their hub and authority scores. Then return the web pages with top ‘t’ authority and hub scores as the top ‘t’ results for the given search query.

To calculate the hub and authority scores of all the web pages collectively we re-write Eq (5.1) using the matrix and vector representations as follows:


X = LTY, 
Y = LX

If the web graph G = (V, E) has n nodes then in the above equations, L is the n x n adjacency matrix and, X and Y are the authority and hub vectors respectively, each of size n. 

Since HITS calculates the hub and authority scores iteratively, let us use X(n) and Y(n) to denote the authority and hub scores at nth iteration. Then the iterative approach to reach the final solution is given by

X(n+1) = LTL X(n) ,
Y(n+1) = LLT Y(n)                   (5.2)

The initial values of X and Y are


X(0) = Y(0) = (1, 1, …, 1)

Since LTL determines the authority ranking, we call LTL the authority matrix. Similarly LLT is called the hub matrix.

This concludes the HITS algorithm. In the rest of this section, we will try to study the properties of various components involved in the algorithm. Later we will try to analyze the HITS algorithm and then try to reduce the complexity of the basic algorithm by some clever mathematical tricks. In the next two sub-sections we analyze the structure of the Authority and Hub matrices and examine the important relationship between authority ranking and co-citation and also the relationship between hub matrix ranking and co-reference. We also try to express the authority and hub matrices in terms of in-degrees and out-degrees of the nodes alone.

5.3 Authority ranking and co-citation

Consider the following figure

















Fig 5. 2: Web pages i and j are co-cited by k

If two distinct web pages i and j are co-cited by many other web pages, as in Fig. 5.2, web pages i and j are likely to be related in some way. Thus co-citation is a similarity measure. It is defined as the number of web pages that co-cite web pages i and j. The co-citation between two web pages pi and pj can be expressed in terms of the entries of authority matrix as 

Cij = 
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Note that the self-citation Cii is not defined, and is usually set to Cii = 0. Also, Cij is symmetric i.e. Cii = Cii
We can also express the in-degree of web page pi in terms of entries of authority matrix as 

di =  
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As Lki = 0 or 1, we can write Lki = LkiLki. Let D be the diagonal matrix of in-degrees 

D = diag(d1 , d2, …, dn)

Then the authority matrix can be written in terms of co-citation matrix and diagonal matrix as 

LTL = D + C                                                  (5.3)

Thus the authority matrix is the sum of co-citation and in-degree. This result is a mathe- matical statement on the close relationship between authority and co-citation, and reveals the important role of in-degree. We can also see that 

max(0,di + dk - n) 
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It means that Cik = 0 if di = 0 or dk = 0: Therefore, the i-th row of LTL is zero if a web page pi has zero in-degree. From Eq. (5.2), its authority score must be zero.

5.4 Hub ranking and co-reference

As with authority ranking and co-citation, similar relationship exists between hub ranking and co-reference. Consider the following figure















Fig 5.3: Web pages i and j co-reference k.
If two distinct web pages i and j co-reference many other web pages, as in Fig. 2, it indicates that i and j have certain commonality. Co-reference measures the similarity between web pages. If we use Rij to denote the number of web pages co-referenced by pi and pj then Rij can be expressed in terms of the entries of hub matrix as,

Rij = 
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Note that the self-reference Rii is not defined, and is usually set to Rii = 0. Also, Rij is symmetric i.e. Rii = Rii
We can also express the out-degree of webpage pi in terms of the entries of hub matrix as 

oi =  
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As Lik = 0 or 1, we can say that Lik = LikLik. Let O be the diagonal matrix of in-degrees, 

O = diag(o1 , o2, …, on)

Then the hub matrix can be written in terms of co-reference matrix and diagonal matrix as

LLT = O + R                                               (5.4) 

Thus the hub matrix is the sum of co-reference and out-degree. This result is a mathe- matical statement on the close relationship between hubs and co-references. One can also see that 

max(0,oi + ok - n) 
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An immediate consequence of this is Rik = 0 if oi = 0 or ok = 0: Therefore, if webpage 

pi has zero out-degree, the i-th row of LLT is zero. From Eq.(2), its hub score must be zero.

5.5 Evaluation of co-citation and co-reference matrices

In this section we will try to express the co-citation matrix and the co-reference matrix in terms of in-degree and out-degree respectively. Then using Eq. (5.3) and Eq. (5.4), we can re-write the authority and hub matrices completely in terms of out-degree and in-degree.

First consider Eq(5.3), it reveals an important relationship between in-degree and co-citation. In general, the nodes with large in-degrees will have large co-citations with other nodes because they have more in-links. Similarly, large co-reference relates to large out-degree.

In [Chris01], the web graph is assumed to be a fixed degree sequence random graph where the node degrees {d1, d2, …,dn} are first given and edges are randomly distributed between the nodes subject to constraints of node degrees. [Chris01] does probabilistic analysis on the expected values of co-citation and co-reference to derive the following results:

The average value of co-citation is given by



Cik = didk/(n-1)                                          (5.5) 
Similarly, the average value of co-reference is given by



Rik = oiok/(n-1)                                          (5.6)
 5.6 Complexity Analysis

If we substitute the co-citation matrix calculated from Eq. (5.5) in to Eq (5.3), we can express the authority matrix completely in terms of in-degree. Similarly from Eq (5.6) and (5.4), we can express hub matrix in terms of out-degree. So, we can obtain the hub and authority matrices without ever knowing the structure of the web graph. We don’t need the adjacency matrix of the graph. It is enough to know just the in-degree and out-degrees of the nodes. Since the web graph is very huge, it would be much harder to find its exact link structure than to find the in-degrees and out-degrees of all the nodes. So this result significantly reduces the amount of information needed about the web graph. 

Now we substitute these hub and authority matrices in Eq (5.2). If we assume that the algorithm converges after ‘t+1’ iterations then Eq (5.2) can be re-written as

X(t+1) = (LTL)t X(0) ,
Y(t+1) = (LLT)t Y(0)               (5.7)

Let us assume that the authority and hub matrices are of size n x n and the hub and authority score vectors are of size n. Now the number of multiplications performed to calculate the authority scores comprise of the following components

· (LTL)t  is computed by multiplying the authority matrix to itself (t-1) times. Each such multiplication involves n3 multiplications. So totally (t-1)n3 multiplications are involved.

· Finally (LTL)t is multiplied by the vector X(0) which takes n2 multiplications.

So totally we need (t-1)n3 + n2 multiplications to calculate the authority rankings. By performing similar analysis we can say that the hub scores can also be calculated by performing (t-1)n3 + n2 multiplications. If we assume ‘t’ to be a large constant then we can say that the HITS algorithm calculates the authority and hub scores in time O(n3).

5.7 Reducing the complexity

The number of operations required to calculate the authority and the hub matrices could be reduced significantly by using the fact that it is easier to multiply diagonal matrices rather than multiplying a complete n x n matrix. So in Eq (5.7), if we could convert the authority and hub matrices into their equivalent diagonal matrices, we can reduce the number of multiplications to calculate the authority and hub scores. The authority and hub matrices have special properties that let us use the Eigen Decomposition Theorem to convert them into their equivalent diagonal matrices. We will show that this reduces the running time of the algorithm by an order of n2. The procedure to do this is explained in the following sections.

5.7.1 Eigen Values and Eigen Vectors

Let ‘A’ be an n x n matrix. Then a real number λis called an eigenvalue of the matrix A if and only if, there is an n-dimensional nonzero vector, v for which

AV = λV

Any such vector, v is called an eigenvector of the matrix A, associated with the eigenvalue λ.
Let I represent the n x n identity matrix. Then the above equation can be re-written as,


AV = λIV

     (A-λI)V = 0



 (5.7.1)

The eigenvalues of A are those real numbers λfor which the homogenous system defined

by Eq (5.7.1) has a non-trivial (or nonzero) solution. Eq (5.7.1) has a nonzero solution if and only if its coefficient matrix is noninvertible and the coefficient matrix is noninvertible if and only if its determinant is equal to zero, i.e.

det(A – λI) = 0

By solving the above equation we get n values for λ. Let us represent them by λ1, λ2 …, λn. For each of these Eigen values, the corresponding Eigen vectors can be found by solving Eq (5.7.1). Let these vectors be represented by X1, X2, …, Xn. Each of these is a column vector of size ‘n’. 

5.7.2 Eigen decomposition theorem – Matrix diagonalization

Eigen Decomposition Theorem [MATH] states that a n x n matrix A can be decomposed into eigenvalues and eigenvectors as long as A is a square matrix. This decomposition is an extremely important one and it is sometimes referred to as "matrix diagonalization". 

Let A be a n x n matrix that has non-degenerate eigenvalues 
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 and corresponding linearly independent eigenvectors X1, X2, …, Xk which can be denoted by
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Define the matrices composed of eigenvectors and eigenvalues denoted by P and D respectively as follows:
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Note that D is a diagonal matrix. Then, 


AP
=
A[X1, X2, …, Xk]


 
=
[AX1, AX2, …, AXk]



=
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The above result is a very significant one as it gives the decomposition of A into a similarity transformation involving P and D, 

A = PDP-1                               


(5.8)

The fact that this decomposition is always possible for a square matrix A as long as P is a square matrix is known in this work as the eigen decomposition theorem. 

Furthermore, squaring both sides of equation (5.8) gives 

A2
=
(PDP-1) (PDP-1)



=
PD(P-1P)DP-1 



=
PD2P-1
If we take this a step further we have,


At
=
(PDP-1) (PDP-1) …  (PDP-1)



=
PDP-1PDP-1 … PDP-1



=
PDDD…DP-1
At
=
PDtP-1             


(5.9)

For a n x n matrix like A, it takes n3 multiplications to find A2 and in general it takes about (t-1)n3 multiplications to find At. But if we re-write A using Eq. (5.9), then we need only n multiplications to find D2 because D is a diagonal matrix. So Dt needs only (t-1)n multiplications. This reduces the number of multiplications required by an order on n2.

5.7.3 Improvement in the Running Time

Now we use the above results to reduce the running time of HITS. The reduction procedures applied to authority and hub matrices are similar. So, first we see the methods to reduce the time to compute the authority scores and then the hub scores can be calculated on the similar lines.  To begin with, we reduce the authority matrix (LTL) into its constituent eigen values and eigen vectors as follows: 

From Eq (5.3) and Eq (5.5), we know that the authority matrix can be re-written completely in terms of in-degrees. Using this result, [Klein01] does the average case analysis, where the entries of authority matrix are replaced by the in-degrees. The results of this analysis are:

The n eigen values, represented by λ1, λ2 …, λn, have the following interleaved relation,
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And the kth eigen vector is given by

Xk = 
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So if we represent the n eigen vectors by a n x n matrix P and the n eigen values by a diagonal matrix D, we can re-write the authority matrix (LTL) using Eq (5.8) as:


LTL = PDP-1 

Now, using Eq (5.9), we can re-write Eq (5.7) as,


X(t+1) = PDtP-1 X(0)                  


(5.10)

The number of multiplications done to compute the authority scores using Eq (5.10) constitute of the following components:

· Since D is a diagonal matrix, we need only (t-1)n multiplications to compute Dn.
· If we know Dn, we can compute PDnP-1 using 2n3 multiplications.

· Finally PDnP-1 is multiplied by the vector X(0), which takes n2 multiplications.

The n x n matrices, P and P-1, are multiplied only twice so this won’t take the major computation burden. The majority of operations are required to compute Dt which in this case needs (t-1)n operations. Earlier, from Eq (5.7), we concluded that we need O(n3) multiplications to compute the authority scores. But from the above analysis, we can say that by using Eigen Decomposition, we can find the scores in time proportional to O(n). This reduces the running time by an order of n2. This is a very significant reduction.

By doing similar analysis, the hub scores can be found using


Y(t+1) = PDtP-1 Y(0)                   

(5.11)

Like the authority scores, the hub scores can also be found in O(n) time.

5.8 Drawbacks of HITS algorithm
The HITS algorithm suffers from the following drawbacks:

· Topic drift when there are non-relevant pages in the root set and they are strongly connected. If the root set itself contains no-relevant pages then this will be reflected on to the pages in the base set. Furthermore, the web graph, which is constructed from the pages in the base set, does not have the most relevant nodes and as a result the algorithm does not find the highest ranked authorities and hubs.

· The rating of authorities and hubs could be inflated due to flaws by web page designer. The whole HITS algorithm is based on the assumption that a user creates a web page with his/her honest opinion i.e. when he puts a hyperlink from his page to another authority page, he honestly believes that the authority page is in some way related to his page. HITS is bound to fail if we design web pages such that a lot of highly ranked hubs point to an authority that actually does not have the relevant information.

· A page contains links to a large number of separate topics may receive a high hub rank which is not reflective of its relevance to the submitted query. An example of such a page would be your personal home page that contains many links to topics of your interest like sports, business, weather, etc. Though this page is not the most relevant source for any of the information, it still has a very high hub ranking if it points to highly ranked authorities.

· When a search topic is too narrow, the results for a broader topic may overwhelm the results for that specific topic. This drawback always exist in any given search engine.

6. Variations of HITS Algorithm

6.1 The ARC (Automatic Resource Compilation) algorithm

This algorithm is presented in reference [Kle99] as part of the CLEVER project on information retrieval at the IBM Almaden Research center. It modifies HITS mainly in three ways. First, it expands the root set collected using a text-based search engine twice instead of once to obtain an augmented set. This leads to the inclusion of pages at a link-distance of two from the original root set for ranking process. 


                              Figure 6.1 Construct the augmented set

Figure 6.1 depicts the process to construct the augmented set. First a root set is selected using text-based search. This root set is then expanded by including 1) pages pointing to the pages in root set and 2) pages pointed to by a page in the root set. Such expansion is performed twice to form so called augmented set. Typically, an augmented set contains a few hundred to 3000 distinct pages. 

Second, in ARC authority and hub scores are assigned using similar procedure as described in HITS algorithm. However, it is observed that when page p contains a link pointing to page q, the text around such link is usually descriptive of the content of page q. Therefore, in each iteration authority and hub scores can be modified using weights that are based on text appearing in the vicinity of a link. The purpose is to maintain focus on search topic to overcome the drawback #3 of HITS. The calculation of the weight is based on how many matches, n(t), can be found between the query string and the text within the vicinity of a link contained in page p: 


w(p, q) = 1 + n(t)

This checking is conducted within a distance before and after the link and the size of this window has to be defined according to some survey data. It is shown that using a window of 50 bytes from either side of the link is adequate (this window is most likely to contain descriptive text about the subject of a link). Therefore, in addition to their authority and hub scores, each node in the graph will now have a weight corresponding to every link incidents on the node. The revised Iterate procedure is described as:

Authority score calculation 
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The Iterate procedure


The Filter procedure used to obtain top pages remains the same.


Third, in ARC the iteration process used to find top authorities and hubs is further shortened. 

It is shown in [Kle99] that the sequences x1, x2, x3, … and y1, y2, y3… converge to the principal eigenvector of ATA and AAT respectively, where A is the adjacency matrix of graph G, that is, the (i, j)th entry of A is equal to 1 if (pi, pj) is an edge of G, and 0 otherwise. However, based on the fact that we are only interested in seeking top ranking pages that correspond to the largest eigenvalues but not the exact eigenvalues, classic eigenvector algorithms are not used (it is shown in the Appendix section of this report that these algorithms typically take more cycles to reach stable results). Instead, typical number of iterations it takes to identify top pages can be determined from experience, and given to the algorithm as an input, k. It is noted that the convergence of Iterate procedure is quite rapid. In original HITS, k is set to 20. In ARC, however, it is stated that k = 5 is adequate for identifying the top 15 pages. Since there are potentially more pages in the augmented set of ARC than the base set of HITS, the smaller k value reflects that better precision is achieved through the use of weights to maintain focus on search subject. 

6.2 The Hub-averaging-Kleinberg algorithm

This modification to HITS is designed to overcome its drawback of “topic drift”. The heuristic is that if a hub is pointing to a large number of pages and therefore receiving a high hub score, it is not likely that all of these pages are relevant to the search subject. Therefore, adjustment needs to be made to minimize the impact of irrelevant links. Instead of assigning to each hub the combined score of all authorities it points to, it is proposed to assign to the hub an average score of all the authorities it points to. Another implication of this is that a hub is of better value if it points to good authorities only.

The hub score calculation is therefore modified accordingly:   
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Note that this modification remains solely dependent on the structural information of the graph. 

6.3 The Threshold-Kleinberg algorithms

These are another kinds of modification that are based on structural information only. The observation is when assigning to each hub or authorities a score, only authorities and hubs carrying significant weights should contribute. Therefore, a threshold is established to eliminate unqualified authorities and hubs. The threshold is usually taken as the average ranking of all hubs or authorities. The approach may be applied to hubs or authorities only, or to both of them. 

Modified authority score calculation: 
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Modified hub score calculation:
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6.4 Complexity analysis and implementation issues

Complexity analysis should be conducted from two different perspectives. One is the storage cost and the other is number of operations. Note the number of nodes in the graph can be quite large and for each page (node) in the graph, we would need to store several items:  

· In degree

· Out degree

· List of hubs (linked list)

· List of authorities (linked list)

· Hub value

· Authority value

· Weight for each link to authority (ARC only)  

It becomes obvious that the entire graph needs to be stored in an efficient manner for searching and updating.  Interestingly, as shown in reference [XCX01], an array is the data structure of choice for an experimental implementation; though one would imagine that a linked list would be more space efficient. In their experiment each node in the graph is represented by an element in the array for fast access. It appears that accessing time is the governing factor in this case. 

Since the number of hubs or authorities associated with a page are typically not large, these items can be stored in linked lists.

The upper bound for the number of operations for HITS and its variations can be easily obtained; here k again denotes predefined number of iterations:

1. HITS: each update takes a maximum of N operations for each node. Total time is O(kN2)
2. ARC : each update takes a maximum of 2N operations for each node. Total time is O(kN2) [note: typically N is larger in HITS variations than used in HITS, while k is smaller] 

3. Hub-averaging-Kleinberg algorithm: Each update takes a maximum of N operations for each node. Total time is O(kN2)
4. The Threshold-Kleinberg algorithms: Each node takes a maximum of 3N operations. Total time is O(kN2)
Recall that converged authority and hub scores actually correspond to eigenvalues of the multiplications of adjacency matrix ATA and AAT. Note that all of the above algorithms are of an iterative nature without predefined number of iterations, k; meaning we can’t determine the number of operations given only the size of input N. On the other hand, the fact that we are searching for top ranking pages, not exact eigenvalues is the key to make these ranking algorithms successful. As it is shown in the appendix, a modern algorithm searching for eigenvalues would take a lot more iterations to converge. 

7. Conclusion

The implementation of PageRank algorithm, Google website, has a big impact for the current society.  The most important role of it is helping academic researcher doing research on the web.  Since the web graph includes huge heterogeneous information in it, it is really useful for you to get relevant important information from it by using Google.  By using PageRank, you could order the search result by the order of importance of the web.  Beside the search engines, PageRank has also applications in traffic estimation, user navigation, etc.
ARC is the only variation of HITS that has been implemented and tested by users with different backgrounds. It is also the only ranking algorithm that combines content search with searching by linked structure. According to the results, ARC performs better than search engines like Yahoo when searching for subjects that don’t have a lot hand-crafted resource pages. That is, when link structure truly reflects the relevance of a page, ARC provides better search results.    

Overall, these algorithms have shown the potential of using links on the web in identifying the best search results. Given the trend that on WWW semi-structured data or data with schema information such as XML are gaining popularity, new indexing techniques have already been developed for searching engines. It appears that future research on ranking algorithms should also try to incorporate structural information available at data level into ranking algorithms.

Note on implementation attempt

We did attempt to implement HITS to check its performance. Due to the lack of access to test data sets, original plan was not carried out. We realized that essentially all the test data we could find had to be purchased.  
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9. Appendix

In this section we provide a comparison study to demonstrate that HITS and its variations are efficient iterative algorithms. We briefly introduce two algorithms that are used to solve for eigenvalues and show that, for a general problem, these algorithms require a fairly large number of iterations to find the eigenvectors. 

The standard algebraic eigenvalue problem can be defined as finding solutions for a set of equations given by
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where A is a known n x n matrix, the scalar ( is referred as eigenvalue, and x is an eigenvector.  Eigenvalue problem can be transformed into another form, which is to solve its corresponding characteristic equation det(A - (I) = 0.  However, this is rarely a viable solution since the coefficients of the characteristic equation cannot be computed from determinant evaluations in a numerical stable way.  

Algorithms developed for solving eigenvalue problem are plentiful. And all of them are of iterative nature. This is consistent with the fundamental theorem of Abel-Ruffini, which states that no algorithm exists for the computation of the roots of a general polynomial of degree greater than 4.  

Two famous methods for computing eigenvalues for a matrix are the power and QR methods.  

Power algorithm

Given A is an n x n matrix with eigenvalues such as 
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Here (1, …(r  are referred to as dominant eigenvalues. The power method can then be applied to matrix A to obtain the dominant eigenvalue one at a time. Given u0 as any nonzero vector in Rn, the power method can be represented as follows:

1. Set vk+1=Auk.

2. Find the coordinate jk+1 of vk+1 of maximum modulus.

3. Set uk+1 = (1/vjk+1) vk+1
For large enough k, the sequence {uk} will converge to an eigenvector y of (1. To find the remaining eigenvalues and eigenvectors, original n x n matrix is reduced to a (n-1) x (n-1) matrix A1 through a process that is called deflation.   
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the power method is then applied to A1 to obtain another eigenvector and its corresponding eigenvalue. The process repeats until all the eigenvalues are found.

QR algorithm

QR algorithm is another popular eigenvalue algorithm. It is based on the observation that if a matrix A can be expressed as 



A = QR

Where Q is orthogonal and R is upper-triangular, then QTAQ is a matrix that is similar to A. By applying the procedure repeatedly,



As+1 = QTsAsQs

As can be reduced into a tridiagonal matrix, whose eigenvalues can then be easily obtained. 
In [TB01] a comparison is conducted to show the number of iteration each of the two methods takes to converge. Part of the results are 

[image: image60.png]Size Power Method OR Method

Error # of iter. CPU Error
10 0.03 47 0.06 0.08
20 6.72 0.03 3053 3.29 0.10
30 344.63 0.05 3410 7.70 0.10
40 1460.92 0.01 3613 11.45 0.10
50 704.66 0.03 2292 13.68 0.10
60 1994.82 0.06 1861 14.24 0.10





Table 9.1: Number of iterations to convergence [TB01]

As shown in above table, even for a 60 x 60 matrix, it would take power method more than 800 iterations to converge, and the number of iteration required increases much faster than the size of matrix. Compared with the number of iterations used in HITS and its variations, the saving as a result of being able to identify top pages without computing the exact eigenvalues is tremendous. 
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Iterate (G, k)


	G: a collection of n linked pages


	k: a natural number


	Let z denote the vector (1,1,1, …1) ( Rn


	Set x0  = z


	Set y0 = z


	For i = 1, 2, … k {


	  Apply the authority score calculation to (xi-1, yi-1), obtaining new x-scores x’i


	  Apply the hub score calculation to (x’i-1, yi-1), obtaining new y-scores y’i


	  Normalize x’i, obtaining xi


	  Normalize y’i, obtaining yi


	End


	Return (xk, yk)





Filter(G, k, c)


G: a collection of n linked pages


	k: a natural number


	c: a natural number


	(xk, yk) := Iterate(G, k)


Report the pages with the c largest co-ordinates in xk as authorities 


	Report the pages with the c largest co-ordinates in yk as hubs
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