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1. Abstract
Due to the rapid growth of traffic in the Internet, backbone links of several gigabits per second are commonly deployed. To handle gigabit-per-second traffic rates, the backbone routers must be able to forward millions of packets per second on each of their ports. Fast IP address lookup in the routers, which uses the packet’s destination address to determine for each packet the next hop, is therefore crucial to achieve the packet forwarding rates required. In the last few years, various algorithms for high-performance IP address lookup have been proposed. The algorithm that is under scrutiny in this project is based on matching longest IP prefix [2]. This algorithm incorporates a new technique, Controlled prefix expansion [1], in building prefix tries. This control prefix expanded data structure coupled with Dynamic programming technique can be used to improve the speed of the best known IP lookup algorithms by at least a factor of two. This project involves analyzing the complexity of the algorithm in terms of the execution time and the memory occupied by it. Moreover, it involves a comparison study with other prominent IP lookup algorithms like binary search and trie search with out this innovative technique. Comparison study would be based on the typical router functionalities like lookup speed, scalability and update overhead. The hidden defects and room for development in this algorithm is also published in this project report. The performance boost with these developments would be ascertained in this project by implementing a common IP lookup algorithm with and without using Controlled Prefix Expansion. It is implemented on Intel’s IXP1200 network processor based system running on VxWorks Real-time operating system. 

2. Introduction

Internet traffic is increasing at an unimaginable rate, partly of because of increased users, but also because of new multimedia applications. The higher-bandwidth need requires faster communication links and faster network routers. Gigabit fiber links are commonplace, and yet the fundamental limits of optical transmission have hardly been approached. Thus the key to improve Internet performance is faster routers. 

The primary role of routers is to forward packets toward their final destinations. To this purpose, a router must decide for each incoming packet where to send it next. More exactly, the forwarding decision consists of finding the address of the next-hop router as well as the egress port through which the packet should be sent. This forwarding information is stored in a forwarding table that the router computes based on the information gathered by the routing protocols. Router uses the destination address in the IP header of the packet as the key element to approach the forwarding table. This operation is called IP Address Lookup. Once the forwarding information is retrieved, the router can transfer the packet from the incoming link to the appropriate outgoing link, in a process called switching. 

From the present intoxication of the web to the future promise of electronic commerce, the Internet has captured the imagination of the world. It is hardly a surprise to find that the number of Internet hosts triple approximately every two years. This exponential growth of the Internet has stressed its routing system. While the data rates of links have kept pace with the increasing traffic, it has been difficult for the packet processing capacity of routers to keep up with these increased data rates. Specifically, the address lookup operation is a major bottleneck in the forwarding performance of today’s routers. 

A typical scenario in an Enterprise or a backbone level router is presented below with link speeds and the time required for processing each packet. 
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Assuming a packet size of 40 bytes, there would be 125 million packets coming on an input link of a present day backbone router for every second. This would come around to 8ns per a packet. With in a time frame of 8ns, router has to perform all the packet processing tasks that it is programmed to do. The following are the most common packet processing tasks in a router:

· Header Parsing: This involves checking the type of protocol, checksum verification, Error detection and correction, decrementing TTL value et al. 

· Classification and Routing: This is the most important and time consuming phase of packet processing in a router. Classification is a k-dimensional problem based on thousands of rules set on each dimension. A dimension is an attribute in an IP packet header. Based on these attributes, a packet is classified into different flows and is treated accordingly. Routing consists of forwarding the packet to the next-hop router by looking into its database. This is called the IP lookup.

· Policing: This involves checking if the service agreement between the client and the service provider is met for the incoming data flow et al.

· Queuing: Queuing the incoming packet (may or may not require) at various stages of the processing. 

· Scheduling: Processed packets are scheduled on one of outgoing links depending on the result of the IP lookup operation. 

The three central bottlenecks in router forwarding are lookups, switching and output scheduling. Switching is well studied, and good solutions like fast busses and crossbar switches have been developed. Lookups and output scheduling are the main impediments to improve router performance. 

The subject of this project is IP lookup operation and involves an in-depth analysis of Controlled Prefix Expansion [1]. Incorporating this technique into Multi-bit tries and binary search on prefix length based algorithms improved their performance significantly. I have implemented an IP lookup algorithm based on Control Prefix Expansion technique and ascertained the performance enhancement in this algorithm. I have discussed my implementation and the results in later sections in this report. The sections that are following this section introduce the Lookup problem, Trie data structure, Controlled Prefix Expansion technique and its complexity analysis. 

3. Internet Lookup Problem

In Ipv4, IP addresses are 32 bits long and, when broken up into 4 groups of 8 bits, are normally represented as four decimal numbers separated by dots. For example, the address 00010000_00001000_00000100_00000010 corresponds in dotted-decimal notation to 32.8.4.2. IP address includes two parts – a network part and a host part. The network part identifies the network to which a host is attached, and thus all hosts attached to the same network agree in the network part of their IP addresses. Since the network part corresponds to the first bits of the IP address, it is called the address prefix. In this problem domain, IP addresses are denoted by prefixes. Prefixes are bits of strings of up to 32 bits in Ipv4 followed by a ‘*’. For example, the prefix 1000001001010110* represents all the 216 addresses that begin with the bit pattern 1000001001010110. Alternatively, prefixes can be indicated using the dotted-decimal notation, so the same prefix can be written as 130.86/16, where the number after the slash indicates the length of the prefix.


3.1 The Classful Addressing Scheme
The IP address scheme initially used a simple two-level hierarchy, with networks at the top level and hosts at the bottom level. With a two-level hierarchy, IP routers forwarded packets based only on the network part, until the packets reached the destination network. As a result, a forwarding table only needed to store a single entry to forward packets to all the hosts attached to the same network. This technique is called address aggregation and allows using prefixes to represent a group of addresses. 

	Destination address prefix
	Next-hop
	Output interface

	24.40.32/20
	191.34.67.90
	3

	130.86/16
	191.34.67.92
	1

	208.12.16/20
	191.34.67.140
	5


Each entry in a forwarding table contains a prefix, as can be seen in the above table. Thus, finding the forwarding information requires searching for the prefix in the forwarding table that matches the corresponding bits of the destination address. Basically, three different sizes of networks were defined in this scheme, identified by a class name: A, B or C. Network size was determined by the number of bits used to represent the network and host parts. Thus, networks of class A, B or C consisted of an 8, 16 or 24-bit network part and a corresponding 24, 16 or 8-bit host part. 

With this scheme there were very few class A networks, and their addressing space represented 50 percent of the total Ipv4 address space (231 addresses out of a total of 232). There were 16,384 (214) class B networks with a maximum of 65,534 hosts/network, and, 2,097,152 (221) class C networks with up to 256 hosts. 

There were two problems apparent in this scheme. First, with only three different network sizes from which to choose, the address space was not used efficiently and the IP address space was getting exhausted very rapidly, even though only a small fraction of the addresses allocated were actually in use. Second, although the state information stored in the forwarding tables did not grow in proportion to the number of hosts, it still grew in proportion to the number of networks.  The growth of the forwarding tables resulted in higher lookup times and higher memory requirements in the routers, and threatened to impact their forwarding capacity. 

3.2 The CIDR Addressing Scheme
The CIDR addressing scheme is introduced to allow more efficient use of the IP address and to slow down the growth of the backbone forwarding tables. With CIDR, prefixes can be of arbitrary length rather than constraining them to be 8,16, or 24 bits long. To address the problem of forwarding table explosion, CIDR allows address aggregation at several levels. In this scheme, allocation of addresses has a topological significance. So, addresses can be aggregated at various points within the hierarchy of the Internet’s topology. As a result, backbone routers maintain forwarding information not at the network level, but at the level of arbitrary aggregates of networks. Thus, recursive address aggregation reduces the number of entries in the forwarding table of backbone routers. While a great deal of aggregation can be achieved if addresses are carefully assigned, in some situations a few networks can interfere with the process of aggregation. 

3.3 Longest Prefix Match
Though CIDR allows the size of the forwarding tables to be reduced, the address lookup problem now becomes more complex. With this scheme, the destination prefixes in the forwarding tables have arbitrary lengths and no longer correspond to the network part since they are the result of an arbitrary number of network aggregations. Therefore, when using CIDR, the search in a forwarding table can no longer be performed by exact matching because the length of the prefix cannot be derived from the address itself. As a result, determining the longest matching prefix involves not only comparing the bit pattern itself, but also finding the appropriate length. Therefore, a new dimension is added to the search criteria. In this scheme, searching is done in two dimensions: value and length. 
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In the above example, though there is more than one match for the query IP address, the longest match is considered. 


3.4 The classification Trie based solution
A natural way to represent prefixes is using a trie. A trie is a tree-based data structure allowing the organization of prefixes on a digital basis by using the bits of prefixes to direct the branching. The number of bits to be inspected per step is called stride and can be constant or variable. A trie structure that allows the inspection of bits in strides of one bit is called a unibit trie and several bits is called a multibit trie. A multibit trie is a trie where each node has 2k children, where k is the stride. A typical binary trie is given below. 

        

Prefixes on the left hand side of the picture are represented in this binary trie. Prefixes are labeled in the nodes. If we search for a prefix “11101*” in this trie, it would take about 4 SRAM accesses (in the worst case). Assuming that each SRAM access would take 4 ns, the total search time would be 16 ns, which is far greater than the 8ns deadline introduced in the previous section. The obvious solution is to reduce the number of levels in the trie. Researchers have come up with many improvements like path-compression, Level compression et al, which didn’t meet the deadline either. Later on they have come up with this Controlled Prefix Expansion technique, which is described in later sections.

4. Previous and Related Work
Previous schemes for IP lookup can be divided into four categories.


4.1 Conventional Algorithms
Conventional Algorithms based on Patricia tries or binary search take too many memory accesses for a lookup in the worst case. 

4.2 Hardware and Caching Solutions
Hardware solutions run the risk of being made obsolete in a few years by software running on faster processors and memory. CAM based solutions exist, but CAM designs have not historically kept pace with improvements in RAM. It was not clear how to cache prefixes and caching didn’t work well in the past in the backbone routers because of the need to cache full addresses. Caching can help but does not avoid the need for fast lookups. 

4.3 Protocol based Solutions
Protocol based solutions like IP and Tag switching increase the vulnerability of an already fragile set of Internet Protocols by adding a new protocol that interacts with every other IP protocol. Also neither completely avoids the best matching prefix.

4.4 Recent Algorithms
Researchers came up with many techniques for best matching prefixes a few years ago. The Lulea scheme is based on implementing multibit tries but compresses trie nodes to reduce storage to fit in cache. While the worst case is still O(W) memory accesses where W is the address length, these accesses are to fast cache memory. Another form of compressed tries, level compressed tries are also proposed. It is much harder to determine the new schemes currently being designed or used by router vendors because they regard their schemes as trade secrets. 

5. Controlled Prefix Expansion
The basic idea behind this technique is to reduce the number of trie levels (and so memory accesses). Since multibit tries allow the data structure to be traversed in strides of several bits at a time, they cannot support arbitrary prefix lengths. To use a given multibit trie, the prefix set must be transformed into an equivalent set with the prefix lengths allowed by the new structure. Controlled prefix expansion converts a set of prefixes with M distinct lengths to a set of prefixes with N < M distinct lengths. 

The fact that restricted prefix lengths leads to faster search is well known. Thus, if we could restrict IP prefix lengths we could get faster search. But the backbone routers had all prefix lengths from 8 to 32. Thus prefix lengths are almost arbitrary. The idea is to reduce a set of arbitrary length prefixes to a predefined set of lengths using a technique called controlled prefix expansion. A self-explained example is given below.

The above example shows the controlled expansion of the original database shown on the left (which has 7 prefix lengths from 1…7) to an expanded database (which has only 3 prefix lengths 2, 5 and 7). The expanded database has more prefixes but less distinct lengths. Clearly a prefix like P4 = 1* that is of length 1 cannot remain unchanged because the closest admissible length is 2 that are equivalent. This is easy if we see that 1* represents all addresses that start with 1. Clearly of these addresses, some will start with 10 and the rest will start with 11. Thus, the prefix 1* (of length 1) is equivalent to the union of the two prefixes 10* and 11* (both of length 2). In particular, both the expanded prefixes will inherit the output link of the original prefix (i.e., P4) that was expanded. In the same way, we can easily expand any prefix of any length m into multiple prefixes of length n > m. For example, we can expand P2 (111*) into four prefixes of length 5 (11100*, 11110*, 11111*). 

There is also an accompanying concept called prefix capture. In the figure, we have two prefixes P1 = 10* and P4 = 1*. When we expand P4 into the two prefixes 10* and 11*, we find we already have the prefix P1 = 10*. Since we do not want multiple copies of the same prefix, we must pick one of them. But when P1 and P4 overlap, P1 is the longer matching prefix. In general, when a lower length prefix is expanded in length and one of its expansions “collides” with an existing prefix, then we say that the existing prefix captures the expansion prefix. When that happens, we simply get rid of the expansion prefix. In this example, we would get rid of the expansion 10* corresponding to 1*, because it is captured by the existing prefix P1 = 10*.

This technique, controlled prefix expansion combines prefix expansion and prefix capture to reduce any set of arbitrary length prefixes into an expanded set of prefixes of any pre-specified sequence of lengths L1, L2, …, Lk. The complete expanded database is shown on the right of the figure together with the original prefix that each expanded prefix descends from. 

An important issue to be addressed is: how to choose the expansion levels? The number of levels decides the memory occupied by the algorithm. Therefore, choosing the number of expansion levels is a deciding factor as it influences the complexity of the algorithm. Most common techniques to choose these expansion levels are based on prefix length distribution and dynamic programming. Based on the Prefix length distribution, the most repeated prefix lengths can be taken as the expansion levels. And we can also choose the target lengths to minimize the memory used using dynamic programming.

6. Local Restructuring
Local restructuring refers to a collection of heuristics that can be used to reduce storage and improve data structure locality.  Two such heuristics are described.

6.1 Leaf Pushing
Consider a tree of nodes each of which carry information and a pointer. Suppose that we navigate the data structure from the root to some leaf node and the final answer is some function of the information in the nodes on the path.

In leaf pushing, we pre-compute the answer associated with each leaf. Originally, we had a pointer plus an information field at each node except at the leaves that have information but only a null pointer. After leaf pushing, every node has either information or a non-null pointer, but not both. Thus, we have reduced storage and improved locality. However, there is cost for incremental rebuilding: if information changes at a node close to the root can potentially change a large number of leaves.

6.2 Cache Line Alignment
This is based on the idea that a READ operation to an address A in the Pentium will pre-fetch an entire cache line (32 bytes) into cache. 

If we have a large sparse array with a small amount of actual data that can fit into a cache line, we can replace the array with the actual data placed contiguously. While this saves storage, it can potentially increase time because if we have to access an array element X we have to search through the compressed list of data using say binary search. This can still improve time because the entire compressed array now fits into a cache line and the search is done with processor registers. These compressed arrays are called packed arrays.

Another application of cache alignment is perfect hashing. Perfect hashing refers to the selection of a collision free hash function for a given set of hash entries. Good perfect hash functions are hard to find. The idea is to settle for hash functions that have no more than 6 collisions per entry. Since 6 entries can fit into a cache line on the Pentium, we can ensure that each hash takes 1 true memory access in the worst case although there may be up to 6 collisions. The collision resolution process will take up to 5 more cache accesses.

7. Tries with Expansion
A one-bit trie is a tree in which each node has a 0-pointer and a 1-pointer. If the path of bits followed from the root of the tree to a node X is P, then the subtree rooted at X stores all prefixes that begin with P. Further, the 0-pointer at node X points to a subtree containing all prefixes that begin with the string P0; similarly, the 1-pointer at node X points to a subtree containing all prefixes that begin with the string P1. 1-bit tries perform badly because they can require as many as 32 READs to memory. We would like to navigate the trie in strides that are larger than 1 bit. The central difficulty is that if we navigate in say strides of 8 bits, we must ensure that we do not miss prefixes that have lengths that are not multiples of 8. The solution is to use the prefix expansion idea and build a trie with strides larger than 1 bit on the expanded set of prefixes. The figure that is shown below is the expanded database of the prefixes described in the previous section. Since we have expanded to lengths 2, 5 and 7 the first level of the trie uses 2 bits, the second uses 3 bits (5-2), and the third uses 2 bits (7-5). If a trie level uses m bits, then each trie node at that level is an array of 2m locations. 


7.1 Search operation
Firstly, the destination address is broken down into chunks corresponding to the strides at each level of the trie (e.g., 2,3 and 2 in the above example) and uses these chunks to follow a path through the trie until we reach a nil pointer. As we follow the path, we keep track of the last prefix that was along side a pointer we followed. This last prefix encountered is the best matching prefix when we terminate. We assume that each trie node N is a two-dimensional array where N[bmp, i] contains any stored prefix associated with entry i and N[ptr, i] contains any pointer associated with entry i. 

It is easy to see that the search time is O(k), where k is the maximum number of expanded lengths. There are at most two memory references per trie node; we can use cache line alignment (as these are adjacent locations) to reduce this to 1 memory reference per trie node.

7.2 Insertion and Deletion operations
Insertion involves following the trie path for the prefix to be inserted and expanding it in the trie node it ends up in; or in the addition of new trie nodes if the prefix is longer than the existing trie path. Deletion is similar to Insertion operation. 

The complexity of insertion and deletion is the time to perform a search (O(W)) plus the time to completely reconstruct a trie node (O(S) where S is the maximum size of a trie node).

 If we use 8 bit trie nodes, the reconstructing cost will require scanning roughly 28 = 256 entries. If we use 17 bit nodes, this will require scanning roughly 217 entries. On an IXP1200 or a Pentium with a Write Back cache, while the first word in a cache line would cost 100 nsecs for the read, the writes would be only to cache and the entire cache line will take at most 200 nsecs to update. A single cache line holds 10 entries, so at 20 nsec/entry for 217 entries we get 2.5 milliseconds. 

The average time will be much better, as most of the prefixes are 24 bit prefixes. Since addition or deletion involves a search through the auxiliary structure (searching through the auxiliary structure has a worst case of O(W) memory accesses) and affects exactly one array element; this can take up to 3 usecs. Using dynamic programming technique, we can constrain the nodes to be of maximum stride 17, so that the worst case criterion for insertion/deletion times is met.

7.3 Route Change
The search for the longest match in the data structure gives an index into an intermediate table. This table has one entry per prefix, and contains the output link corresponding to that prefix. This level of indirection is to support fast route changes. Route change involves searching for the prefix and then updating the corresponding entry in the intermediate table. This takes at most 3 usecs. 

7.4 Applying Dynamic Programming
In this scheme, the degree of freedom is to pick the expansion lengths L1 … Lk, which determine the strides through the trie. Assume a prefix database with L different prefix lengths. We wish to find the optimal set of k expansion levels that yields the smallest memory requirement for building a trie. The following dynamic program is used.

Define the cost of given set of k levels as the number of computer words needed by the trie that is built after expanding the database to these levels.

To solve the problem, an auxiliary 1-bit trie is built. Now the problem becomes finding the optimal levels for the trie using the number of the nodes in each level of the 1-bit trie. Thus, if i is chosen as a level, placing the next expansion level at i + j has a cost nodes(i +1) * 2j, where nodes(i) is the number of nodes at trie level i. With this prelude, consider the general problem of covering trie levels from 0 to say j using expansion levels 1 to r. Expansion level r is constrained to be at trie level j. We can reduce the problem to that of first placing expansion level r – 1 at some trie level m in the range [r –1, j – 1]. We are left with the recursive problem of finding the optimal way to cover trie lengths from 1 to m using expansion levels 1 to r – 1. This is illustrated in the following figure.
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Using this figure, we get the following equations that define a solution:


T[j, r] = minm Є {r – 1 … j – 1} T[m, r – 1] + nodes(m + 1) * 2j - m  


T[j, 1] = 2j + 1
The initial problem is T[W – 1, k] because when the strings are of maximum length W, where W is the maximum allowed length of the prefix, the trie levels range from 0 to W – 1. These equations can be turned into a simple dynamic programming solution. We have two variables, one which ranges from 0 to W – 1, and the second of which ranges from 0 to k, we have W * k sub problems. Each sub problem takes O(W) to compute; thus the complexity of optimal fixed stride determination algorithm is O(k * W2).

8. Binary Search on Prefix Lengths
Binary search on prefix lengths involves organizing the prefixes in hash tables for each distinct length and doing a binary search among the lengths to locate the Best Matching Prefix. It also involves placing markers to enable binary search.


8.1 Using Prefix Expansion
The complexity of binary search on prefix lengths is actually log2L, where L is the number of distinct prefix lengths. 

8.2 Applying Dynamic Programming
A prefix can cause markers to be placed in hash tables, which contain prefixes of shorter lengths. Expansion causes the number of such hash tables to reduce, so there are fewer hash tables now in which markers need to be placed. So expansion can increase the number of prefixes but reduce the number of markers. These two effects can compensate up to a point, even in a worst-case sense. 

When N prefixes are expanded so that only W/2 distinct lengths are left in the database the number of prefixes doubles to 2N. The worst-case number of markers change from N * (log2 W – 1) to N * (log2 W/2 – 1) = N * (log2 W – 2). Thus, the total storage remains unchanged at N * log2 W! Thus, the worst-case number of hashes can be reduced by 1 without changing the worst-case storage requirement. We can pick k distinct lengths to expand to and then apply binary search on these levels to get a worse case of log2 k hashes. Dynamic programming can be applied to choose the k levels that minimize the memory requirement.

9. Implementation Model and Results
I have implemented the Controlled Prefix Expansion technique in the binary search on prefix lengths algorithm. I have furnished the results in this section and appended the VxWorks code in the appendix section. I have implemented this project on an IXP1200 network processor using VxWorks real-time operating system. A logical diagram of the development environment used is given below.

         


I have used Wind River System’s VxWorks and its associated Tornado development suite for this project. The target board that I used is an Intel’s IXP1200 network processor evaluation board. The reason that I choose IXP1200 Evaluation board as the hardware platform and VxWorks as the Operating system is to be close to reality. Almost all the network systems that are being used now are constructed using different kinds of network processors like Intel’s IXP series, Motorola’s C5 series or IBM’s PowerNP series. IXP1200 series are aimed at low-end network systems and is the only one accessible to me. A few implementation issues and the results are discussed below.


9.1 Implementation Issues
As shown in the logical diagram, I have used Tornado Development Environment on the host machine for developing VxWorks code. A serial cable connects the host and the target board. Both the host and the target have separate IP addresses. The compiled VxWorks code on the host machine is sent through the VxWorks client terminal onto the SDRAM of the target board. VxWorks kernel image that is present on the target board executes the project image and shows the output on the terminal. 

The input is taken from two files. One is the pktrace dump of the packets, whose IP headers are stripped off and copied to a text file. The two input pktrace dump files are shown in the appendix section. Another form of input is a routing table used on this machine. The routing table dump is copied to a text file and used as the input for this project. The two routing tables that are used in this project are shown in the appendix section. The C source code that is implemented on VxWorks is also included in the appendix section. 

IP lookup using binary search on prefix lengths is implemented in this project. I have taken 8, 16, 24 and 32 as the expansion levels for simplicity and to arrive at an optimal result. These expansion levels are based on prefix length distribution that is taken a few years ago. I believe that by choosing these from the distribution, I am not compromising the accuracy of the algorithm. Based on these levels, I have expanded and partitioned the prefix set into four levels. These are stored in different arrays. To search for a prefix, we start from the array consisting of 32 length prefixes and go on in a descending order of prefix lengths. If a match is found then that would be the Longest Matching Prefix. If a match is not found then the default route is used to forward the packet. 

Apart from the lookup operation, I have done a few more operations on the header of the IP packet. These are the functions that any network system performs. These form the Header parsing task of a network router and are given below.

· Checking type of protocol, basically to check if it’s an IP packet or not.

· Checking IP packet header length.

· Checking IP packet size.

· Checking the check sum value.

· Decrementing the TTL (Time-to-live) 

· Determining if the packet is for the local delivery

To calculate the time taken for each of the processing tasks including IP lookup using both the methods (including prefix expansion and with out it), I have used one of the four AMBA hardware timers on the IXP1200 evaluation board. I chose to use the hardware timer to get an accurate result. I have designed my own Interrupt service routine and connected it to the IVT (Interrupt Vector Table). Depending on the frequency of the PLL in the timer 4, interrupts are generated. Every time this timer generates an interrupt, my ISR is invoked and a counter is incremented. I measure the time taken for each task based on this counter.  Output of this program shows the time taken for each task and the time taken for setting up the routing table in the memory. But, the output that is given in the next subsections is related only to IP lookup time. There were many difficult issues that I faced during setting up the environment for this project and also during development of this project. 

It was a totally new experience developing this project and was very exciting too. 

9.2 Results
The two sample input files and the routing tables used for the project are given in the appendix section. The output relevant to the IP lookup time in terms of number of comparisons is given below. 

For pktrace1 and routing_table1:

Comparisons statistics

Packet
Old
New

-------------------

Pkt1
14
6

Pkt2
Invalid

Pkt3
14
3

Pkt4
14
3

Pkt5
14
6

Pkt6
Invalid

Pkt7
14
4

Pkt8
14
4

Pkt9
14
4

Pkt10
14
3

Pkt11
14
5

Pkt12
Invalid

Pkt13
Invalid

Pkt14
14
3

Pkt15
14
6

Time statistics

Old IP Look-up
: Time 2354.545410 microsecs

New IP Look-up
: Time 228.272720 microsecs

For pktrace2 and routing_table2:

Comparisons statistics

Packet
Old
New

-------------------

Pkt1
12
6

Pkt2
Invalid

Pkt3
12
6

Pkt4
12
6

Pkt5
12
7

Pkt6
12
6

Pkt7
12
5

Pkt8
Invalid

Pkt9
Invalid

Pkt10
12
9

Pkt11
12
6

Pkt12
12
6

Pkt13
12
5

Pkt14
Invalid

Pkt15
12
1

Time statistics

Old IP Look-up
: Time 1307.363647 microsecs

New IP Look-up
: Time 213.727280 microsecs

Its very clear from the two IP lookup times that the algorithm with Controlled Prefix Expansion technique has outperformed its counterpart with a substantial margin. Packet invalid suggests that it’s not a valid IP packet. And this project supplements the idea of introducing this innovative technique in the IP lookup algorithms. The difference can be visualized well in the histograms given below. The results are in microseconds because of the debug log messages in the project and in the VxWorks kernel.
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1 – Without Controlled Prefix Expansion and 2 – With Controlled Prefix Expansion.

10. Conclusions
I have analyzed a new set of techniques based on the controlled prefix expansion and optimization that can be used to improve the performance of any scheme whose search times depend on the distinct prefix lengths. The trie scheme provides fast lookup times and fast insert/delete times. But, it may occupy more memory than its counter parts.

With expansion, binary search on levels can be made fairly competitive. Its main disadvantage is the time and memory required to find the perfect hash functions, and its slow insert times; however its average performance for Ipv4 database is competitive. Its real advantage is the potential scalability it offers for Ipv6. Hopefully the lookup technology described here and others will contribute to this vision of the future. 

11. References
[1] V. Srinivasan and George Varghese, Faster IP Lookups using Controlled Prefix Expansion 

[2] Miguel A. Ruiz-Sanchez, INRIA Sophia Antipolis, Survey and Taxonomy of IP Address Lookup Algorithms

[3] V. Srinivasan and G. Varghese, Fast Address Lookups Using Controlled Prefix Expansion. 

[4] T.H. Cormen, C.E. Liercerson, and R.L. Rivest. Introduction to Algorithms. MIT Press, 1990

[5] Bradner, S. Next Generation Routers Overview. In proceedings of Networld (interop’97).  

 [6] Degermark, M., Brodnik, A., Carlsson, S., and Pink, S. 1997. Small forwarding tables for fast routing lookups. SIGCOMM ’97, ACM Press, NY. 

[7] IXP1200 Hardware Reference Manual, Intel Press. 

[8] IXP1200 Programming Reference Manual, Intel Press.

[9] VxWorks Programmer’s Guide and Reference Manuals, Wind River Systems.

[10]. Algorithm Design--Foundations, Analysis and Internet Examples, 
Michael T. Goodrich and Roberto Tamassia

[11] Eatherton, W., Dittia, A., And Varghese, G. 1999. Full tree bit map: Hardware/Software IP Lookup algorithms with incremental updates. IEEE Conference on Computer Communications (Infocom ’99) IEEE Press.

[12] Internet-II 1997. Big fast routers: Multi-megapacket forwarding engines for Internet II. In Proceedings of Networld (Interop ’97).

12. Appendix

12.1 Input files – pktrace files and routing tables

pktrace1 file

# Packet data for Routing Table 1

# Format: ASCII text

#

# ip_vhl  ip_tos  ip_len  ip_id  ip_off  ip_ttl  ip_p  ip_sum  ip_src  ip_dst

#

69  0    21504  59070  0   119  17    -42044   192.0.32.43     192.0.32.43

69  0    12288  28264  64  118  6     -69928   192.0.14.33     192.5.14.33

69  0    21504  59070  0   119  17    -43820   192.0.24.44     192.5.24.44

69  0    21504  59070  0   119  17    -43324   192.0.32.43     192.5.32.43

69  0    56325  48204  64  49   6     -63178   192.0.32.43     192.0.33.43

60  192  15360  57853  64  63   6     -15483   192.0.32.43     192.0.32.43

69  0    12288  28264  64  117  6     -538     192.0.27.43     192.5.27.43

69  0    56325  48204  64  48   6     -5045    192.0.22.55     192.5.22.55

69  32   19968  54040  64  116  6     -42697   192.0.32.44     192.5.22.44

69  0    56325  48460  64  49   6     -64697   192.0.24.43     192.5.24.43

69  32   19968  54040  64  115  6     -23706   192.0.4.7       192.5.4.7

66  0    56325  48460  64  48   6     -63429   192.0.32.43     192.0.32.43

69  0    23040  46722  0   119  17    -32232   192.0.32.43     192.0.32.43

69  0    23040  46722  0   118  17    -27375   192.0.24.33     192.5.24.33

69  0    23040  46722  0   118  17    -31231   192.0.32.43     192.0.32.43
routing_table1 file
# Test Routing Table 1 in CIDR notation

# (CIDR - Classless Inter-Domain Routing)

#

# Format: ASCII text with the following fields

#   
Destination Prefix/Mask 
Nexthop


192.0.32/255.255.255 
206.220.243.34


192.0.34/255.255.255 
206.220.243.34


192.5.4/255.255.254

206.220.243.71


192.5.7/255.255.255

206.220.243.34


192.5.10/255.255.255

206.220.243.34


192.5.14/255.255.255

206.220.243.82


192.5.21/255.255.255

206.220.243.60


192.5.22/255.255.255

206.220.243.60


192.5/255.255


206.220.243.60


192.5.25/255.255.240

206.220.243.60


192.5.27/255.255.255

206.220.243.60


192.5.31/255.255.255

206.220.243.34


192.5.38/255.255.255

206.220.243.60


192.5.47/255.255.240

206.220.243.60


default



206.220.243.60

pktrace2 file
# Packet data for Routing Table 2

# Format: ASCII text

#

# ip_vhl  ip_tos  ip_len  ip_id  ip_off  ip_ttl  ip_p  ip_sum  ip_src  ip_dst

#

69 0 3585  56220 0   122   17       -3800    192.0.32.43   9.186.144.45    


69 0 21760 29952 0   122   17       -5571    192.0.32.33   12.12.12.12     

69 0 10240 23680 0   4     17       -63914   192.0.24.44   12.0.252.54     

69 0 22784 30340 0   123   17       -12165   192.0.32.43   12.1.83.33      

69 0 35845 37499 64  120   6        -44487   192.0.32.43   4.36.100.56     

69 0 21248 49709 0   120   17       -30681   192.0.32.43   9.3.4.34        

69 0 16384 62389 64  245   17       -44311   192.0.24.43   9.3.5.56        

69 0 13312 13610 64  123   6        -62291   192.0.32.55   9.20.23.55      

66 0 56325 40344 64  119   6        -32530   192.0.32.44   9.186.144.23    

69 0 40704 14670 64  120   17       -5426    192.0.24.43   12.255.255.255  

69 0 35845 37500 64  120   6        -23392   192.0.24.7    12.0.252.45    


69 0 43013 00001 64  119   6        -50755   192.0.32.43   12.1.83.234     

69 0 56325 41092 64  122   6        -51310   192.0.32.43   12.1.248.23     

69 0 18944 30240 0   118   17       -13407   192.0.24.33   12.1.248.63     

69 0 18944 30240 0   118   17       -65339   192.0.32.43   127.0.0.1

routing_table2
# Test Routing Table 2 in CIDR notation

# (CIDR - Classless Inter-Domain Routing)

#

# Format :

#

#   
Destination Prefix/Mask 
Nexthop

#


4.36.100/255.255.254 
206.220.243.49 


9.3.4/255.255.255

206.220.243.60 


9.3.5/255.255.255 

206.220.243.60 


9.20/255.255.128 

206.220.243.48 


9.184.112/255.255.240
206.220.243.71 


9.186.144/255.255.240
206.220.243.71 


12/255 


206.220.243.60


12.0.252/255.255.254 
206.220.243.60


12.1.83/255.255.255 

206.220.243.60


12.1.245/255.255.255 
206.220.243.60


12.1.248/255.255.255 
206.220.243.60


127.0.0.1/255.255.255.255 
127.0.0.1


default



206.220.243.60

12.2 Source code – Header and source files
File: hdr.h

/* Include Files*/

#include <vxWorks.h>

#include <ioLib.h>

#include <stdio.h>

#include <string.h>

#include <alloc.h>

#include <inetLib.h>

#include <time.h>

#include <hostLib.h>

#include <..\config\ixp1200eb\ixp1200eb.h>

#include <iv.h>

#include <logLib.h>

#include <intLib.h>

#include <taskLib.h>

/*Define variables*/

#define MAX_NO 100



/*number of routes entries allowed*/

#define MAX_CHARS 16



/*size for dot notation inet address*/

#define IP_VERSION_4 4



/*IP packet version*/

#define IP_HEADER_LEN 5



/*IP header length*/

/*Timer define variables*/

#define TIMER4_LOAD_ADDR
0x42000360
/* Base address of the register that contains Timer 4 initial value */

#define TIMER4_VALUE_ADDR
0x42000364
/* Base address of the register that has current value of the Timer 4 */

#define TIMER4_CONTROL_ADDR
0x42000368
/* Base address of the register that has the control bits */

#define TIMER4_CLEAR

0x4200036C
/* Base address of the clear register */

#define TIMER4_ENABLE

0xC0

/* To enable timer 4 and set the periodic timer bit */

#define TIMER4_DISABLE

0X7F

/* To Disable timer 4 */

/* IRQ registers for timer4*/

#define IRQ_ENABLE_REG     
0x42000188
/* Base address of IRQ enable register */

#define IRQ_ENABLE_CL_REG  
0x4200018C
/* Base address of IRQ disable register */

#define TIMER4_VALUE

0xC8

/* Increment values */

#define INET_INCREMENT1 1

// 2 raised to 0

#define INET_INCREMENT2 256

// 2 raised to 8

#define INET_INCREMENT3 65536

// 2 raised to 16



#define INET_INCREMENT4 16777216
// 2 raised to 24

/*struct for route entries*/

typedef struct prefix_mask{


char prefix[MAX_CHARS];


char mask[MAX_CHARS];

};

/*struct for storing next hop address*/

typedef struct next_hop_struct{


char hop[MAX_CHARS];

};

/*customized ip packet structure*/

typedef struct ipstruct{


u_int ip_v;


u_int ip_hl;


u_char ip_tos;


u_short ip_len;


u_short ip_id;


u_short ip_off;


u_short ip_ttl;


u_short ip_p;


int ip_sum;


struct in_addr src_addr;


struct in_addr dst_addr;

};

/*standard ip packet structure*/

typedef struct std_ipstruct {


u_int   ip_hl:4,

/* header length */



ip_v:4;


/* version */


u_char ip_tos;


/* type of service */


u_short ip_len;


/* total length */


u_short ip_id;


/* identification */


u_short ip_off;


/* fragment offset field */


u_char ip_ttl;


/* time to live */


u_char ip_p;


/* protocol */


u_short ip_sum;


/* checksum */


unsigned long ip_src; 
/* source address */


unsigned long ip_dst;
/* dest address */

};

/* Control prefix expansion array type */

typedef struct cpe_array

{


unsigned long pre_int;


int index;

};

/*Functions for timer interrupt*/

void mytimer();

void mytimer4_enable();

void mytimer4_disable();

void my_irq_timer4_disable();

STATUS mytimer4_connect(VOIDFUNCPTR func);

unsigned long timer_count;

/*Variables for Total time taken for each function*/

unsigned long total_sum;

/*Checksum*/

unsigned long total_ver;

/*Version*/

unsigned long total_hl;


/*Header Length*/

unsigned long total_len;

/*Total Length*/

unsigned long total_local;

/*Local delivery*/

unsigned long total_lookup;

/*IP Lookup*/

unsigned long total_ttl;

/*TTL*/

unsigned long total_fib;

/*Route table initialization*/

unsigned long total_prefix_lookup;
/*IP control expansion Lookup*/

void init_route();


/*Initialize route table nh and pm*/

void read_pkt();


/*read each packet and populate ip packet struct*/

void check_ipv4();


/*check Ip version*/

void check_hdr_len();


/*check header length*/

void check_ip_tot_len();

/*check total length*/

void ip_lookup();


/*Do IP lookup for given packet*/

void check_ttl();


/*check ttl*/

int checksum();



/*do checksum*/

void local_delivery();


/*make local delivery decision*/

void construct_trie();


/*To construct the prefix expanded structure*/ 

char* intstr(int intval);

/*To convert integer to string*/

void ippre_lookup();


/*New lookup function*/

int binsearch(unsigned long destination,cpe_array* prefix_array,int which_array);
/* Binary search */

cpe_array cpe0[100],cpe1[100],cpe2[100],cpe3[100];
/* The four arrays for 8,16,24 and 32 prefix lengths */

cpe_array* cpe_main[4];

/* The main array that has pointers to the four expanded arrays */




int global_errno=0;

/*store each function success/failure*/

ipstruct ip_pkt;


std_ipstruct std_ip_pkt;

int no_routes, pkt_count;
/*total route table entries and total packets processed*/

prefix_mask pm[MAX_NO];

next_hop_struct nh[MAX_NO];

char pkt_buffer[MAX_NO];
/*recieve packet buffer*/

FILE *fd;


/*file to read pktrace and routing_table*/

int dotcount[4];

/*Number of entries in each of the expanded arrays*/

int prefix_found=0;

/*Flag to check if a prefix is found r not*/

int func_count[8];

/*Count function entries for each function*/

int new_comp_count=0;

/*No. of comparisons for the new IP lookup*/

int old_comp_count=0;

/*No. of comparisons for the old IP lookup*/

File: src.cpp

/*

################################################################################



IMPORTANT: TO CHANGE THE pktrace file and routing table file 



PLEASE CHANGE IN LINE 35 AND LINE 607 OF THIS CODE

################################################################################

*/

#include "assign1Bhdr.h"

int main()

{


/*Init Timer Interrupt*/


if (mytimer4_connect((VOIDFUNCPTR)mytimer) != OK) return 1;


/*Initialize route table*/


init_route();


printf("\n***PACKET PROCESSING STAGE***");


/*open pktrace file*/


fd = fopen("./pktrace1.txt","r");


fgets(pkt_buffer, MAX_NO, fd);


/*Skip lines till first packet*/


while(pkt_buffer[0] == '#')


{



if (fgets(pkt_buffer, MAX_NO, fd) == NULL)



{




printf("\n ***EOF***");




return 0;



}


}


pkt_count=0;


/*For each packet read do all processing*/


do


{



if ((int)pkt_buffer[0] == 13) continue;



pkt_count++;



global_errno = 0;



printf("\n");



/*read a packet from pktrace*/



read_pkt();




new_comp_count = 0;



old_comp_count = 0;



checksum();



if (global_errno==1) 



{




printf("\n##### Pkt%d\tHeader Checksum Bad, Pkt Dropped #####",pkt_count);




continue;



}



check_ipv4();



if (global_errno==2) 



{




printf("\n##### Pkt%d\tCan't Handle Non-IPv4 Packets, Pkt Dropped #####",pkt_count);




continue;



}



check_hdr_len();



if (global_errno==3) 



{




printf("\n##### Pkt%d\tIP Header Length Bad, Pkt Dropped #####",pkt_count);




continue;



}



check_ip_tot_len();



if (global_errno==4) 



{




printf("\n##### Pkt%d\tIP Total Length Bad, Pkt Dropped #####",pkt_count);




continue;



}



local_delivery();



if (global_errno == 6)



{




printf("\n##### Pkt%d\tDelivered locally #####",pkt_count);






continue;



}



else if (global_errno == 7)



{




printf("\n##### Pkt%d\tBroadcast Address #####",pkt_count);





}



check_ttl();



if (global_errno==5) 



{




printf("\n##### Pkt%d\tICMP Time Exceeded, Pkt Dropped #####",pkt_count);




continue;



}



ip_lookup();



ippre_lookup();


}while(fgets(pkt_buffer, MAX_NO, fd) != NULL);


printf("\n\n-----------TOTAL NUMBER OF PACKETS PROCESSED: %d----------",pkt_count);


/*Disable timer interrupt*/


my_irq_timer4_disable();


/*print all the task average times*/


printf("\n\n Task Route Init
: Time %f microsecs",(float)total_fib);


printf("\n\n Task Check   Sum
: Time %f microsecs",(float)total_sum/(float)func_count[0]);


printf("\n Task Version

: Time %f microsecs",(float)total_ver/(float)func_count[1]);


printf("\n Task Header Length
: Time %f microsecs",(float)total_hl/(float)func_count[2]);


printf("\n Task Total Length
: Time %f microsecs",(float)total_len/(float)func_count[3]);


printf("\n Task Local Delivery
: Time %f microsecs",(float)total_local/(float)func_count[4]);


printf("\n Task TTL

: Time %f microsecs",(float)total_ttl/(float)func_count[5]);


printf("\n Task IP Look-up
: Time %f microsecs",(float)total_lookup/(float)func_count[6]);


printf("\n Task NewIP Look-up
: Time %f microsecs",(float)total_prefix_lookup/(float)func_count[7]);


printf("\n\n");


}

/* Function to do Local delivery decision and Broadcasting*/

void local_delivery()

{


char *short_addr,*name,*address;


int int_addr1,int_addr2,int_addr3,int_addr4;


int localip1,localip2,localip3,localip4;


int ipaddress;


struct in_addr localip;


func_count[4]++;


name = (char *) malloc(MAX_CHARS * sizeof(char));


address = (char *) malloc(MAX_CHARS * sizeof(char));


/*get destination address*/


short_addr = (char *)(&ip_pkt.dst_addr.s_addr);


int_addr1 = (int)(*short_addr);


short_addr = short_addr+1;


int_addr2 = (int)(*short_addr);


short_addr = short_addr+1;


int_addr3 = (int)(*short_addr);


short_addr = short_addr+1;


int_addr4 = (int)(*short_addr);


/*get host address*/


if( gethostname(name,MAX_CHARS-1) == OK)


{




localip.s_addr = (u_long) hostGetByName(name);




address = (char *) (&localip.s_addr);




localip1 = (int)(*address);




address = address+1;




localip2 = (int)(*address);




address = address+1;




localip3 = (int)(*address);




address = address+1;




localip4 = (int)(*address);


}


mytimer4_enable();


/* If its broadcast address*/


if ((int_addr2 == 255) && (int_addr3 == 255) && (int_addr4 == 255))


{



global_errno = 7;


}


else if ((int_addr3 == 255) && (int_addr4 == 255))


{



global_errno = 7;


}


else if (int_addr4 == 255)


{



/* If its to the local network*/



if( (int_addr1 == localip1) && (int_addr2 == localip2)



&& (int_addr3 == localip3))



{




printf("\nLocal network");





global_errno = 6;



}



else




global_errno = 7;


}


else



{



/* If its to the local machine */



if( (int_addr1 == localip1) && (int_addr2 == localip2)



&& (int_addr3 == localip3) && (int_addr2 == localip2))




{




printf("\nLocal machine");





global_errno = 6;



}


}


mytimer4_disable();


total_local += timer_count;

}

/*check ttl*/

void check_ttl()

{


mytimer4_enable();


func_count[5]++;


if (ip_pkt.ip_ttl == 0)


{



global_errno = 5;
/*invalid ttl*/


}


else



ip_pkt.ip_ttl--;
/*decrement ttl*/


mytimer4_disable();


total_ttl += timer_count;

}

/*ip lookup*/

void ip_lookup()

{


char *short_addr;


int i=0,masklen=0,flag=1,count,j,longest_prefix_count=-1,longest_prefix_index=-1;


int int_addr1,int_addr2,int_addr3,int_addr4;


int mask1,mask2,mask3,mask4;


int prefix1,prefix2,prefix3,prefix4;


struct in_addr mask_addr, prefix_addr;


char *tempstr;


func_count[6]++;


mytimer4_enable();


tempstr= (char *)malloc(MAX_CHARS*sizeof(char));


/* Destination address from pktrace*/


short_addr = (char *)(&ip_pkt.dst_addr.s_addr);


int_addr1 = (int)(*short_addr);


short_addr = short_addr+1;


int_addr2 = (int)(*short_addr);


short_addr = short_addr+1;


int_addr3 = (int)(*short_addr);


short_addr = short_addr+1;


int_addr4 = (int)(*short_addr);


for(i=0;i<no_routes-1;i++)


{


/* Mask from the FIB*/


strcpy(tempstr,pm[i].mask);


count=0;


for (j=0;j<strlen(tempstr);j++)


{



if (tempstr[j] == '.') count++;


}


if(count < 3)



strcat(tempstr,".");


inet_aton(tempstr,&mask_addr);


/*get mask address*/


short_addr = (char *)(&mask_addr.s_addr);


mask1 = (int)(*short_addr);


short_addr = short_addr+1;


mask2 = (int)(*short_addr);


short_addr = short_addr+1;


mask3 = (int)(*short_addr);


short_addr = short_addr+1;


mask4 = (int)(*short_addr);


/* Prefix from the FIB*/


strcpy(tempstr,pm[i].prefix);


count=0;


for (j=0;j<strlen(tempstr);j++)


{



if (tempstr[j] == '.') count++;


}


if(count < 3)



strcat(tempstr,".");


inet_aton(tempstr,&prefix_addr);


/*get prefix address*/


short_addr = (char *)(&prefix_addr.s_addr);


prefix1 = (int)(*short_addr);


short_addr = short_addr+1;


prefix2 = (int)(*short_addr);


short_addr = short_addr+1;


prefix3 = (int)(*short_addr);


short_addr = short_addr+1;


prefix4 = (int)(*short_addr);


old_comp_count++;


/*match routes and prefix*/



if( (( (int_addr1 & mask1) ^ prefix1) == 0) && (( (int_addr2 & mask2) ^ prefix2) == 0)


&& ( ((int_addr3 & mask3) ^ prefix3) == 0) && ( ((int_addr4 & mask4) ^ prefix4) == 0) )




flag = 1;


else



flag = 0;


if(flag ==0)


{



/*printf("\nNo match");*/


}


else


{



if(longest_prefix_count < count)



{




longest_prefix_count = count;




longest_prefix_index = i;



}


}


}


if(longest_prefix_index == -1)



longest_prefix_index = no_routes-1;


printf("\n##### Pkt%d\tPacket sent to address %s #####(Old)",pkt_count,nh[longest_prefix_index].hop);



printf("\nNo. of Comparisons made: %d",old_comp_count);


tempstr=NULL;


free(tempstr);


mytimer4_disable();


total_lookup += timer_count;

}

/*check pkt total length*/

void check_ip_tot_len()

{


mytimer4_enable();


func_count[3]++;


if (ip_pkt.ip_len < ip_pkt.ip_hl)


{



global_errno = 4;

/*Invalid packet total length*/


}


mytimer4_disable();


total_len += timer_count;

}

/*check packet header length*/

void check_hdr_len()

{


mytimer4_enable();


func_count[2]++;


if (ip_pkt.ip_hl < IP_HEADER_LEN)


{



global_errno = 3;
/*Invalid header length*/


}


mytimer4_disable();


total_hl += timer_count;

}

/*checks the packet version */ 

void check_ipv4()

{


mytimer4_enable();


func_count[1]++;


if (ip_pkt.ip_v != IP_VERSION_4)


{



global_errno = 2;
/*Invalid IP version*/


}


mytimer4_disable();


total_ver += timer_count;

}

/*do checksum*/

int checksum()

{


int count;


long sum;


u_short checksum;


u_short  *ip_pkt_ptr;


mytimer4_enable();


func_count[0]++;


ip_pkt_ptr = (u_short *) &std_ip_pkt;


count = sizeof(std_ip_pkt);


sum = 0;


while (count > 1){



sum += * (unsigned short *) ip_pkt_ptr;



ip_pkt_ptr++;



count -= 2;


}


if (count > 0)



sum += * (unsigned char *) ip_pkt_ptr;


while (sum >> 16)



sum = (sum & 0xffff) + (sum >> 16);


checksum = ~sum;


if (checksum == 0)



global_errno=0;


else



global_errno=1;
/*checksum error*/


mytimer4_disable();


total_sum += timer_count;

}

/*read a packet from the pktrace*/

void read_pkt()

{


char buffer[MAX_NO];


char *tempstr,*s1,c;


int ip_vhl, ttl, tos, len, id, off, p;


int checksum;


char ip_src_str[20], ip_dst_str[20];


tempstr = (char *) malloc(MAX_NO * sizeof(char));


s1 = (char *) malloc(MAX_NO * sizeof(char));


strcpy(buffer,pkt_buffer);


/*vhl*/


tempstr = strtok(buffer," ");


/*v*/


sprintf(s1,"%x",(atoi(tempstr)));


c = s1[0];


ip_pkt.ip_v = (unsigned int)(atoi(&c));


/*hl*/


c = s1[1];


ip_pkt.ip_hl = (unsigned int)(atoi(&c));


/*tos*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_tos = (char)(*tempstr);


/*total length*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_len = (unsigned short)(atoi(tempstr));


/*id*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_id = (unsigned short)(atoi(tempstr));


/*offset*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_off = (unsigned short)(atoi(tempstr));


/*ttl*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_ttl = (unsigned short)(atoi(tempstr));


/*protocol*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_p = (unsigned short)(atoi(tempstr));


/*checksum*/


tempstr = "";


tempstr = strtok(NULL," ");


ip_pkt.ip_sum = (atoi(tempstr));


/*source address*/


tempstr = "";


tempstr = strtok(NULL," ");


inet_aton(tempstr,&ip_pkt.src_addr);


/*dest address*/


tempstr = "";


tempstr = strtok(NULL," ");


inet_aton(tempstr,&ip_pkt.dst_addr);


/*store in standard ip packet -only for checksum verification*/


strcpy(buffer,pkt_buffer);


sscanf(buffer, "%d %d %d %d %d %d %d %d %s %s", &ip_vhl, &tos,



       
&len, &id, &off,&ttl, &p, &checksum,




ip_src_str, ip_dst_str);


std_ip_pkt.ip_tos = (u_char) tos;


std_ip_pkt.ip_len = (u_short) len;


std_ip_pkt.ip_id  = (u_short) id;


std_ip_pkt.ip_off = (u_short) off;


std_ip_pkt.ip_ttl = (u_char) ttl;


std_ip_pkt.ip_p   = (u_char) p;


std_ip_pkt.ip_sum = (u_short) checksum;


std_ip_pkt.ip_hl = ip_vhl & 0x000F;


ip_vhl = ip_vhl >> 4;


std_ip_pkt.ip_v = ip_vhl & 0x000F;


std_ip_pkt.ip_src = inet_addr(ip_src_str);


std_ip_pkt.ip_dst = inet_addr(ip_dst_str);


tempstr=NULL;s1=NULL;


free(tempstr);


free(s1);

}

/*initialise the route table*/

void init_route()

{


int i=0,j=0,bufi,bufj;


FILE *fd;


char temp_buffer[MAX_NO];


char buffer[MAX_NO];


char str_delim[2] =  {'\t',' '};


char* prefix;


char* mask;


char* next_hop;


mytimer4_enable();


prefix = (char *) malloc(MAX_NO * sizeof(char));


mask = (char *) malloc(MAX_NO * sizeof(char));


next_hop = (char *) malloc(MAX_NO * sizeof(char));


/*open routing table file*/


fd = fopen("./routing_table1.txt","r");


fgets(temp_buffer, MAX_NO, fd);


/*read lines till first route entry*/


while( (temp_buffer[0] == '#') || ((int)temp_buffer[0] == 13) )


{



fgets(temp_buffer, MAX_NO, fd);


}


bufi=0;bufj=0;


while(bufi<strlen(temp_buffer))


{



if ((temp_buffer[bufi] != ' ') && (temp_buffer[bufi] != '\t'))



{




buffer[bufj] = temp_buffer[bufi];




if (buffer[bufj] == '/') buffer[bufj] = '*'; 




bufi++;bufj++;



}



else 



{




if (bufj!=0) buffer[bufj++] = '*';




while ((temp_buffer[bufi] == ' ') || (temp_buffer[bufi] == '\t')) bufi++;



}


}


buffer[bufj] = '\0';


/*customize buffer removing unwanted spaces and tabs*/


do


{


bufi=0;bufj=0;


while(bufi<strlen(temp_buffer))


{



if ((temp_buffer[bufi] != ' ') && (temp_buffer[bufi] != '\t'))



{




buffer[bufj] = temp_buffer[bufi];




if (buffer[bufj] == '/') buffer[bufj] = '*'; 




bufi++;bufj++;



}



else 



{




if (bufj!=0) buffer[bufj++] = '*';




while ((temp_buffer[bufi] == ' ') || (temp_buffer[bufi] == '\t')) bufi++;



}


}


buffer[bufj] = '\0';


if (strstr(buffer,"def")!=0)


{



break;


}


else


{



prefix = strtok(buffer,"*");



sscanf(prefix, "%s", prefix);



mask = strtok(NULL,"*");



next_hop = strtok(NULL,"*");



sscanf(next_hop, "%s", next_hop);


}


/*store in the route table - pm and nh*/




strncpy(pm[i].prefix,prefix, MAX_CHARS);


strncpy(pm[i].mask,mask,MAX_CHARS);


strncpy(nh[i].hop,next_hop, MAX_CHARS);


i++;


}while (fgets(temp_buffer, MAX_NO, fd) != NULL);


/*if "default" route entry*/



prefix = strtok(buffer,"*");


sscanf(prefix, "%s", prefix);


next_hop = strtok(NULL,"*");


sscanf(next_hop, "%s", next_hop);


mask = strtok(NULL,"*");


strncpy(pm[i].prefix,prefix, MAX_CHARS);


strcpy(pm[i].mask,"");


strncpy(nh[i].hop,next_hop, MAX_CHARS);


no_routes = i+1;


prefix=NULL;mask=NULL;next_hop=NULL;


free(prefix);



free(mask);


free(next_hop);


/* To construct the prefix expanded structure */


construct_trie();


mytimer4_disable();


total_fib += timer_count;

}

/* Function that builds the control prefix expanded structure */

void construct_trie()

{


int i=0,j=0,count=0,last_oct_int=0, mask_result=255, diff=0;


char *tempstr, *tempmask, *last_oct_string,*last_oct_prefix1,*last_oct_prefix2,*last_oct_prefix3,*last_oct_prefix;


unsigned long temp_ipaddr;


unsigned long templong;


int tempint,k;


/*Four arrays to store prefix lengths of 8,16,24,32*/



cpe_main[0] = cpe0;


cpe_main[1] = cpe1;


cpe_main[2] = cpe2;


cpe_main[3] = cpe3;


tempstr = (char *)malloc(MAX_CHARS * sizeof(char));


tempmask = (char *)malloc(MAX_CHARS+1 * sizeof(char));


/*dot count maintains the entries in each of the prefix arrays*/


for(i=0;i<4;i++) dotcount[i]=0;


/*Convert each routing entry to its prefix equivalent using Controlled Prefix Expansion*/


for(i=0;i<no_routes-1;i++)


{


/* Mask from the FIB*/



last_oct_string = "\0";



last_oct_prefix = "\0";



last_oct_prefix1 = "\0";



last_oct_prefix2 = "\0";



last_oct_prefix3 = "\0";



strcpy(tempstr,pm[i].prefix);



count=0;



for (j=0;j<strlen(tempstr);j++)



{




if (tempstr[j] == '.') count++;



}



strcat(tempstr,".");



mask_result=255;



/*Storing the prefix in its corresponding array based on the prefix size*/



switch (count)



{



case 0:



{




//get pm[i].mask




last_oct_prefix = strtok(tempstr,".");




strcpy(tempmask, pm[i].mask);




strcat(tempmask,".");




//mask it with pm[i].prefix -- do this only if last octet is not 255




last_oct_string = strtok(tempmask,".");






last_oct_int = atoi(last_oct_string);




if(last_oct_int != 255)

// Have to And it now





mask_result = last_oct_int & atoi(last_oct_prefix);




//convert it back to dot notation




//within a loop (255-mask/240/254) store it in cpe0




diff = 255 - last_oct_int;




strcpy(tempmask,"\0");




if (mask_result == 255)





strcpy(tempmask,last_oct_prefix);




else





strcpy(tempmask,intstr(mask_result));




strcat(tempmask,".");




strcat(tempmask,".");




strcat(tempmask,".");




/*Store the prefix in its equivalent integer format*/




temp_ipaddr = inet_addr(tempmask);




cpe0[dotcount[0]].pre_int = temp_ipaddr;cpe0[dotcount[0]].index = i;dotcount[0]++;







for(j=1;j <= diff;j++)




{





cpe0[dotcount[0]].pre_int = temp_ipaddr + (j * INET_INCREMENT1);





cpe0[dotcount[0]].index = i;





dotcount[0]++;




}




break;



}



case 1:



{




last_oct_prefix1 = strtok(tempstr,".");




last_oct_prefix = strtok(NULL,".");




strcpy(tempmask, pm[i].mask);




strtok(tempmask,".");
// Gives the first octet




last_oct_string = strtok(NULL,".");
// Gives the second octet




last_oct_int = atoi(last_oct_string);




if(last_oct_int != 255)

// Have to And it now





mask_result = last_oct_int & atoi(last_oct_prefix);




diff = 255 -last_oct_int;




strcpy(tempmask,"\0");




strcpy(tempmask,last_oct_prefix1);




strcat(tempmask,".");




if (mask_result == 255)





strcat(tempmask,last_oct_prefix);




else





strcat(tempmask,intstr(mask_result));




strcat(tempmask,".");




strcat(tempmask,".");




/*Store the prefix in its equivalent integer format*/







temp_ipaddr = inet_addr(tempmask);




cpe1[dotcount[1]].pre_int = temp_ipaddr;cpe1[dotcount[1]].index = i;dotcount[1]++;







for(j=1;j <= diff;j++)




{





cpe1[dotcount[1]].pre_int = temp_ipaddr + (j * INET_INCREMENT2);





cpe1[dotcount[1]].index = i;





dotcount[1]++;




}




break;



}



case 2:



{




last_oct_prefix1 = strtok(tempstr,".");




last_oct_prefix2 = strtok(NULL,".");




last_oct_prefix = strtok(NULL,".");




strcpy(tempmask, pm[i].mask);




strcat(tempmask,".");




strtok(tempmask,".");
// Gives the first octet




strtok(NULL,".");
// Gives the second octet




last_oct_string = strtok(NULL,".");
// Gives the thrid octet




last_oct_int = atoi(last_oct_string);




if(last_oct_int != 255)





mask_result = last_oct_int & atoi(last_oct_prefix);




diff = 255 - last_oct_int;




strcpy(tempmask,"\0");




strcpy(tempmask,last_oct_prefix1);




strcat(tempmask,".");




strcat(tempmask,last_oct_prefix2);




strcat(tempmask,".");




if (mask_result == 255)





strcat(tempmask,last_oct_prefix);




else





strcat(tempmask,intstr(mask_result));




strcat(tempmask,".");






/*Store the prefix in its equivalent integer format*/




temp_ipaddr = inet_addr(tempmask);




cpe2[dotcount[2]].pre_int = temp_ipaddr;cpe2[dotcount[2]].index = i;dotcount[2]++;




for(j=1;j <= diff;j++)




{





cpe2[dotcount[2]].pre_int = temp_ipaddr + (j * INET_INCREMENT3);





cpe2[dotcount[2]].index = i;





dotcount[2]++;




}




break;



}



case 3:



{




last_oct_prefix1 = strtok(tempstr,".");




last_oct_prefix2 = strtok(NULL,".");




last_oct_prefix3 = strtok(NULL,".");




last_oct_prefix = strtok(NULL,".");




strcpy(tempmask, pm[i].mask);




strcat(tempmask,".");




strtok(tempmask,".");
// Gives the first octet




strtok(NULL,".");
// Gives the second octet




strtok(NULL,".");
// Gives the thrid octet




last_oct_string = strtok(NULL,".");
// Gives the fourth octet




last_oct_int = atoi(last_oct_string);




if(last_oct_int != 255)

// Have to And it now





mask_result = last_oct_int & atoi(last_oct_prefix);




diff = 255 - last_oct_int;



strcpy(tempmask,"\0");




strcpy(tempmask,last_oct_prefix1);




strcat(tempmask,".");




strcat(tempmask,last_oct_prefix2);




strcat(tempmask,".");




strcat(tempmask,last_oct_prefix3);




strcat(tempmask,".");




if (mask_result == 255)





strcat(tempmask,last_oct_prefix);




else





strcat(tempmask,intstr(mask_result));




/*Store the prefix in its equivalent integer format*/









temp_ipaddr = inet_addr(tempmask);




cpe3[dotcount[3]].pre_int = temp_ipaddr;cpe3[dotcount[3]].index = i;dotcount[3]++;




for(j=1;j <= diff;j++)




{





cpe3[dotcount[3]].pre_int = temp_ipaddr + (j * INET_INCREMENT4);





cpe3[dotcount[3]].index = i;





dotcount[3]++;




}




break;



}



}


}


/*Sort the four prefix arrays - this is done so that the search can be a binary search on prefixes*/



for (k=0;k<4;k++)


{


for(i=0;i<dotcount[k];i++)


{



for(j=i+1;j<dotcount[k];j++)



{




if (cpe_main[k][i].pre_int > cpe_main[k][j].pre_int)




{





templong = cpe_main[k][i].pre_int;





tempint = cpe_main[k][i].index;





cpe_main[k][i] = cpe_main[k][j];





cpe_main[k][j].pre_int = templong;





cpe_main[k][j].index = tempint;




}




else if (cpe_main[k][i].pre_int == cpe_main[k][j].pre_int)




{





if (strcmp(pm[cpe_main[k][i].index].mask,pm[cpe_main[k][j].index].mask) == 1)





{






cpe_main[k][j].index = cpe_main[k][i].index;






}





else 





{






cpe_main[k][i].index = cpe_main[k][j].index;





}




}



}


}


}

}

/* To convert integer to string */

char* intstr(int intval)

{


int i=0,j=0;


int val[10];


char *s;


s = (char *)malloc(sizeof(char));


strcpy(s,"\0");


if (intval == 0) 


{



*(s+0) = '0';



*(s+1) = '\0';



return s;


}


while (intval!=0)


{



val[i++] = intval % 10;



intval = intval / 10;


}



i--;


while(i>=0)


{



*(s+j) = val[i]+'0';



j++;




i--;


}


*(s+j) = '\0';


return s;

}

/* IP lookup in the prefix expanded structure */

void ippre_lookup()

{


int i,j,hop_index=-1;


unsigned long dst_ip;


char *temp_dest_addr, *temp_dst_oct;


char *dst_octs[4], *dst_prefix;


func_count[7]++;


mytimer4_enable();


for(i=0;i<4;i++)


{



dst_octs[i] = (char *) malloc(5 * sizeof(char));



strcpy(dst_octs[i],"\0");


}


dst_prefix = (char *) malloc(MAX_CHARS * sizeof(char));


strcpy(dst_prefix,"\0");


temp_dest_addr = inet_ntoa(ip_pkt.dst_addr.s_addr);


/* First, second and third octets of destination address*/


for(i=0;i<3;i++)


{



if(i == 0)




temp_dst_oct = strtok(temp_dest_addr,".");



else




temp_dst_oct = strtok(NULL,".");



strcpy(dst_octs[i],temp_dst_oct);



strcat(dst_octs[i],".");



strcat(dst_octs[i],"\0");


}


/* Fourth octet */


temp_dst_oct = strtok(NULL,".");


strcpy(dst_octs[3],temp_dst_oct);


strcat(dst_octs[3],"\0");


for(i=3;i>=0;i--)


{



if(dotcount[i] == 0)
/* If there r no entries in the array */




continue;



strcpy(dst_prefix,"\0");



for(j=0;j<=i;j++)




strcat(dst_prefix,dst_octs[j]);









strcat(dst_prefix,"\0");



dst_ip = inet_addr(dst_prefix);



/*do a binary search to find the index*/



hop_index = binsearch(dst_ip,cpe_main[i],i); 



if(prefix_found)




break;



}


mytimer4_disable();


total_prefix_lookup += timer_count;


if(hop_index != -1)


{



printf("\n##### Pkt%d\tPacket sent to address %s #####(New)",pkt_count,nh[hop_index].hop);



printf("\nNo. of Comparisons made: %d",new_comp_count);


}

}

/* Binary search in the prefix expanded array */

int binsearch(unsigned long destination,cpe_array* prefix_array,int which_array)

{


int bottom=0, middle, top= dotcount[which_array]-1,nh_index=-1;


unsigned long middle_prefix;



prefix_found = 0;


while(bottom <= top)


{



middle = (top + bottom)/2;



middle_prefix = prefix_array[middle].pre_int;



new_comp_count++;



if(destination > middle_prefix)




bottom = middle+1;



else if(destination < middle_prefix)




top = middle-1;



else



{




prefix_found=1;




return prefix_array[middle].index;





}


}


return no_routes-1;

}

/*enable timer4*/

void mytimer4_enable()

{

        timer_count = (long) 0;

        *(unsigned char *)TIMER4_CONTROL_ADDR |= TIMER4_ENABLE;

}

/*disable timer4*/

void mytimer4_disable()

{

        *(unsigned char *)TIMER4_CONTROL_ADDR &= TIMER4_DISABLE;

}

STATUS mytimer4_connect(VOIDFUNCPTR func)

{

        /* Load a default value into the timer load register*/

        *(unsigned long *)TIMER4_LOAD_ADDR = TIMER4_VALUE;

        /* Enable the interrupts onthe StrongARM */

        *(unsigned char *)IRQ_ENABLE_REG |= 0x80;

        /* Disable timer 4 interrupt to start with.*/

        *(unsigned char *)TIMER4_CONTROL_ADDR &= TIMER4_DISABLE;

        /* Connect the interrupt service routine to the timer4 interrupt */

        return(intConnect(INUM_TO_IVEC(INT_VEC_T4), func, 0));

}

/*disable interrupt*/

void my_irq_timer4_disable()

{

        *(unsigned char *)IRQ_ENABLE_CL_REG &= 0xffffff7f;      

}

void mytimer()

{


timer_count++;


//logMsg("Timer Interrupt:%ld\n",timer_count,0,0,0,0,0);

        *(unsigned char *)TIMER4_CLEAR = 0xff;

}

 125
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