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1 Introduction

Autonomous robot navigation is one of the most fascinating and challenging realms of robot development. Advances in Computing Power, Pattern recognition, Wireless, GPS Systems, and Battery technology to name a few, that are capable now to accelerate this development into a day-to-day reality.

Yet, despite so much progress, very few successful commercial robot applications exists today. Besides the ones used for military, space or manufacturing, there have been very few incursions into the consumer market. Two of them worth mentioning are a vacuuming robot, and a robot for mowing lawns. Despite their introductions, their capabilities are limited, but most disappointing is their turn around performance, sometimes needing up to 6-10 hours to complete a task.

With so much technical progress, this is disappointing. Believing the problem may reside in poor algorithmic design was just one of two main reasons I decided to work on this particular project. The second reason, to explore other potential commercial viable applications that could accelerate development of autonomous robots.

As such, this project will try to understand some of the “algorithmic” requirements in the complexity of developing a field robot to perform an exploration task in an open field. 

Although this is not a project on how to build a robot, but rather on algorithm analysis, the algorithms studied are those found to be of significance for this specific task. And the decision of which algorithms to study were based on this requirements.

Hence, we will be looking at some algorithms such as dead-reckoning, genetic and heuristic algorithms, including A*, D* and IDA* (my favorites).

To support some of the argument, Also included is a brief description about navigation and sensors, just to provide an understanding to the scope of the problem. A minimum set of specifications will be defined for the application. 

It is easy to see that selecting this particular project had a dual purpose embedded into it. First, I am very much interested in building the application here discussed. This project offered the perfect opportunity to get it going. Second, prior to this project I had never encountered any of the algorithms about to be discussed. Hence, this has been an excellent opportunity to familiarize and learn about them.

Read on.

2 Background:  Navigation

Mobile robot units today can be categorized in one of two types: enclosed or open field. Each type has its own characteristics and challenges, but more so for the type that will work on an open field.

We can describe navigation as a combination of following fundamental elements [Ulr00]:

1. Self localization – to establish its own position within a frame of reference

2. Path planning  - freedom of movement with obstacle avoidance

3. Map building and Map interpretation – internal representation of the world

Map generation is critical for robot navigation. The map is an internal representation of the outside environment that the robot will reference for navigation. The robot will constantly monitor its sensors and bearings to check its position against this reference (Figure 2.1).
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Figure 2.1[Ulrich00]

This frame of reference, or “map”, can be generated in basically one of two ways: is either embedded into the robot’s internal memory (which can be enhanced by the robot internal sensors) or entirely generated by the robot interacting with the environment through its sensory system.

We will not go into detail as to how the reference map is embedded into the robot’s memory. Lets just assume for now that enough electronics exists within the robot to translate his perception though sensors (camera, ultrasound, IR, etc) or provided to him.

2.1 Navigating in a Known Environment 

After the robot has collected all needed sensory information of the world, there is a variety of strategies for representing the world and determining path planning. The simplest representation is the 2-D grid, where the world is divided into squares, each of which constitutes a node which either does or does not contain an obstacle. A more compact representation is the visibility graph, where all obstacles are modeled as polygons, whose vertices constitute the nodes of the graph. Once the representation of the world is built, it may be searched with any generic search algorithm. This is what the project is all about.
2.2 Grid Representation

After a map is read into the robots internal memory, it is rescaled, and the obstacles (anything the robot should not travel about) are oversized, using some “fudge” factor for safety, to prevent the robot from coming too close in contact with them. After this, a search algorithm is executed to plan a path based on nodal information. 

2.3 Navigating in an Unknown Environment 

This is our application. While the above approaches work well in known, static environments, they become inefficient and impractical when the robot is constantly getting new information about its surroundings due changes to it by an arrange of dynamic situations. The algorithms to be discussed will try to address this situation.

3 Application Specifications

The robot to design could very well be the St. Bernard of the cartoons that was always in the Alps, ready to provide assistant to the injured.

This robot will aid in a search and rescue mission, and when human companions call the search for the night, it can continue the operation tirelessly. There could be multiple of them, as a divide and conquer approach.

It is critical good algorithms are available. In a rescue operation, time is of essence; it cannot take hours to perform what it takes in minutes for an adult to cover. Hence, very fast and continues algorithms will be needed.

3.1 Description

The robot in this application should be capable of autonomously cover a grid, or travel a path on an open field.

The robot will contain a tracking-beacon for recovery in case it is lost, a blinking light to be spotted on the night, a cellular phone and a first aid kit. It could also posses a camera for monitoring (not for vision system) and night vision capability.

The robot in this application does not rely on a preconceived map. The input for the robot should consists only on either GPS coordinates or distance to travel in X and Y directions. The robot should perform the search in a grid pattern, but with the aide of additional algorithms to generate a path in case of obstruction or for collision avoidance. The traveled area can later be extracted for review.

The algorithms that will aide the robot navigate will be a combination of dead-reckoning, using odometry through wheel translation and GPS signal, and collision avoidance using a shortest path algorithm that will analyze the immediate surrounding environment

3.2 Minimum Sensor Requirements

The minimum range of sensors should include:

1. GPS receiver

2. Range Finder

3. IR Sensors

4. Ultrasound Sensor

5. Proximity Sensors

6. Electronic compass

7. Gyroscope

8. Inclinometers

9. Acoustic sensors

Vision capability is not deemed as critical for this application. Further testing may prove this wrong. This is to avoid having many components prone to failure. Most of these sensors will provide redundancy in case of one or more faulty systems.

A camera may be part of the robot, but not as a navigational tool.

All this sensors will have to be integrated into what is known as “sensor fusion”, most of them usually through a Kalman Filter.

It is important to note that many of these sensors will be the ones responsible for generating the internal map that the robot will use for navigation. This sensor data is what the robot will use to transform into a series of nodes and edges to be later feed into a shortest path algorithm.

4 Sensor Descriptions

~ ~ Skipped…

5 Dead Reckoning

5.1 Definition

Term derived from the phrase “deduced reckoning” of sailing days  [Everett 95]. It is nautical term used during the early days of exploration. Sailors during this period would periodically estimate their ship's course direction and location. Dead reckoning refers to the practice of extrapolating current location and heading, based on a previous set of calculations.

Today, dead reckoning schemes provides the backbone of many mobile robotic applications. It can be interpreted as a “redundant” system that the mobile robot can use as fallback in case of failure of the main navigation, or as means of constant reference checking through handshaking with one or more navigational schemes. It can best be used in tandem with the “main” navigation sub-system, whether it is through a vision system or through ultrasonic sensors or range finders

5.2 Description

Dead reckoning, also termed as “odometry”. This term implies the essence of the system: it keeps track of traveled distance, analogous to what an odometer will do for an automobile. 

This can be achieved in one or more multiple schemes:

1. translation of the number of “rotations” (wheel based).

2. number of steps (legged or spider-like robots),

3. calculate the distance to a target using range finder or ultrasonic device

4. calculate distance from a beacon signal or local GPS-alike system

Due to its nature, this is a system that is best suited for land based mobile robots, rather than air or water mobile units.

In early robot developments, it was one of the first algorithms, but quickly dismissed due to inaccuracy. As can be seen from Figure 5.2.1, many factors can play in the inaccuracy of the system: angle of rotation, speed of external wheel, any slippage of the pivoting wheel, etc. Another factor affecting the calculation is uneven wheels (as much as this is taken care off) or debris accumulation, changing the overall wheel circumference. So this is a system that requires a lot of attention, but yet, is a very much needed.

[image: image2.png]-
=2 Ta=(r+b)0




Figure 5.2.1

Dead reckoning could still be used as a standalone, for simple mobile robots executing simple tasks, but its reliability will be dependent on how good error correction schemes the system implements or how critical the system 

This system requires constant reference checking to be effective. It should also keep a log, or keep track of corrections and adjustments. This is important in case of failure of one of the main systems, or loss of signal, if using GPS-alike system, in order to backtrack to a previous known location and get its bearings again.

The GPS systems, and even local GPS, provide some form of odometry as well. With a GPS signal, the robot can triangulate its position, and make any corrections as necessary. The advantages of the GPS are that if effective, facilitates the localization problem for the robot (Figure 5.2.2).
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Figure 5.2.2 [Rover02]

6 Genetic Algorithms

6.1 Definition

Evolutionary Computing is a rapid growing area of artificial intelligence, with many applications in robotics. Out of this field, two main categories have evolved: Genetic Algorithms (GAs) and Genetic Programming (GPs).

Evolutionary computing was inspired by Darwin's theory of evolution and selection. Problems are transformed into pseudo entities, and solved by a process similar to evolution resulting in a best fit solution, to identify the one that survived (that evolved). 

It was introduced in the 1960s by I. Rechenberg. From there, it “evolved” into Genetic Algorithms,  invented by J. Holland and developed by him and his students and colleagues. In 1992 John Koza has used genetic algorithm to evolve programs to perform certain tasks. He called his method "genetic programming" (GP). 

The incursion of genetic algorithms into the realm of computing has to do with the ability of genetic algorithms to explore all possible combinations in a search space, and identify which is the solution, or the best fit, based on some criteria provided. 

Genetic algorithms are stochastic, parallel search algorithms based on the mechanics of natural selection and the process of evolution. It is used in computing to vastly search large, non-linear search spaces where expert knowledge is lacking or difficult to encode and where traditional optimization techniques fail. They often require a large number of iterations before converging on a possible solution. 

As such, the concepts of natural evolution have been adapted to terms parallel to computing, where search space is termed as “population of individuals” and each “individual” is referred as a as a string vector of N bits.

6.2 Algorithm Description

The genetic algorithms iterates over the following 4 steps until a satisfying optimum is reached [Alg94]:

1. Evaluation: A function is computed for each individual, ordering the population from worst to best.

2. Selection: Pairs of individuals, or strings, are selected, with the “best” ones having a greater chance to be selected than “poor” ones.

3. Reproduction: New individuals, or off-springs, are generated from the selection pairings.

4. Replacement: A new population is generated by replacing some of the old individuals with the new offspring.

The reproduction is done using “genetic operators”. The two most common are mutation and cross-over. The mutation picks at random bits from the N possible sites, and “flips” their value. The crossover selects a random cut-point among the N possible sites and changes the last parts of the two “parents” that were the result of a selection. With this action, a new possible “combination” is generated.

The basic genetic algorithm is as follows [Sus97]:

    Algorithm basic genetic

    set time t = 0

    g = number of generations

    randomly initialize P(t)

    evaluate P(t)

    while( t < g) do
select P( t + 1) from P(t)

perform crossover and mutation on P( t + 1)

evaluate P( t + 1) ;

t = t + 1

    end

The while loop could also be described as [Luger02]:

a. evaluate fitness of each member of the population P(t)

b. select members from population P(t) based on fitness

c. produce the offspring of these pairs using generic operators (crossover/mutation)

d. replace, based on fitness, candidates of P(t), with these offspring

e. increase time

For this algorithm, P(t) refers to the population is the population of bit strings at generation t. The number of generations, g, can be arbitrarily chosen to a desired point of convergence. “g” can also be viewed as how many iterations are desired. This comes with trial and error, but a number like 50 iterations is a good start. A typical genetic algorithm run will produce an exponential curve which converges to a line representing the optimal solution. 

As can be seen, the outline of the Basic GA is very general. There are many parameters and settings that can be implemented differently in various problems.  The first question to ask is what type of encoding to choose, and afterwards, need to figure out how to address crossover and mutation.

Crossover and mutation act as probability factor. 

Crossover probability: determines how often crossover will be performed. If no crossover, offspring are exact copies of parents. If there is crossover, offspring are made from parts of both parent's chromosome. If crossover probability is 100%, then all offspring are made by crossover. If it is 0%, whole new generation is made from exact copies of chromosomes from old population.

Mutation probability: how often parts of chromosome will be mutated. If there is no mutation, offspring are generated immediately after crossover (or directly copied) without any change. If mutation is performed, one or more parts of a chromosome are changed. If mutation probability is 100%, whole chromosome is changed, if it is 0%, nothing is changed. Mutation generally prevents the GA from falling into local extremes. Mutation should not occur very often, because then GA will in fact change to random search.

Implementing a genetic algorithm requires knowledge on operator selection, and defining a “fitness” function. After that, we need to figure out how to encode the problem. into a series of ones and zeros.

As an example. The Traveling Salesman Problem can be provided to a genetic algorithm to try develop a solution. In this case, lets assume the typical case of TSP with 9 cities to visit.

One way to “encode” this problem is to generate a string to represent each city. Hence, we could take the following approach:


city1
0001


city2
0011


city3
0100


city4
0101


city5
0110


city6
0111


city7
1000


city8
1001


city9
1010

We could now concatenate those strings, and have the following string:


0001 0010 0011 0100 0101 0110 0111 1000 1001 1010

spaces have been added for easy of explanation.

This string will now become an individual. Strings like this will become a “population”. The genetic algorithm will try them to create permutations on these strings to come up with a solution to the TSP problem (of course, this is overly simplified). In reality, for a problem like the TSP, the encoding is slightly different, since we do not want to loose each of the cities identities, so the encoding is different, using either real numbers, like 1,2,3,… or letter combinations. For our problem of navigation, the nodes of the map need are the ones to be encoded into a string a string to be represented as an individual. 

Once the encoding is done, during the combination and recombination, the criteria to select the best set of strings to represent the solution to our problem is through “fitness” evaluation (see algorithm above). The fitness function evaluates the different individuals and determines if they are close to matching a “schema”. A schema is a “template” that is used to tell how similar are individuals of the population among themselves. A schema can be tailored for strings to match certain pattern using wildcards. The population of strings that match the schema are the “fittest”, are their number grow with successive iterations, since more of their off-springs will match the schema as well.

Developing the schema, the fitness, and the rate of mutations and crossovers sometimes require multiple trial and error attempts. Sometimes it is possible for the algorithm to get hung up, in some local maxima, but good selection of these parameters should help prevent this from happening.

6.3 Complexity

Genetic Algorithms belong to the NP-hard problems. The solutions found by these methods are often considered as good solutions, because it is not often possible to prove what the optimum is. In looking at the algorithm, although it is bound by a convergence, deciding the number of iterations needed, the number of iterations for mutations and crossover is non-stop, although potentially bound to 2n, which is the size of the search space.

6.4 Conclusions

The biggest strength of genetic algorithms is the parallel nature of its search. Their accuracy improves with subsequent iterations. This algorithm is very effective, and capable of generating a suitable solution thanks to the amount of permutations it can generate, selecting the best fit.

7 Heuristic Algorithms

7.1 Definition

There is not an exact definition for what heuristics is, but rather what it means or implies. That is because “heuristics” is more about guessing.

In heuristics, instead of looking for an exact solution, we are looking for a good “guess”, an “educated” guess, to an optimal solution. This is convenient approach, a good alternative or approximation to a problem that may have an exact solution, but the computational cost of finding it may be prohibitive [Luger02]. This is the case when finding a solution increases exponentially, or factorially, as the number of combinatorial states increases with the depth of a search. Considering the alternatives, a heuristic approach is a good compromise.

On the other hand, a bad guess can lead to a bad solution, or no solution at all. The “goodness” of a guess relies on how much ”priori” knowledge there is. It is very dependent on how well a problem can be modeled.

7.2 Description

Heuristics is an integral part of Artificial Intelligence, and is fundamental in roles like Game playing and theorem proving. For example, the number of potential moves with each step for a game of chess increases exponentially. It is impossible to effectively explore every mathematical move, heuristics is the only practical answer; it narrows the decisions to a group of selected best options [Luger02]. 

Heuristics could be best explained as the type of search we humans would do when we loose something, lets say, the keys of the car. Rather than search the entire house, room-by-room, closets, under the kitchen sink, etc., we probably narrow our search to the places most likely to be where the keys could be in, like by the entrance door where you first came in, or by kitchen table, where you may have left them along with the bills when you dropped them there, or by the master bedroom, where you took off your shoes. If that does not work, we retrace our steps to the places we last remember being at, and if still that does not work, it turns to a frantic search throughout the entire house.

Heuristics is pretty much similar to the search just described. The entire house represents the entire search space, and each potential location, as small as it can be, where the keys may be hidden, represents a node. These are a lost of nodes. So instead of doing a systematic search, we weight our options, and rather than first wasting time (this is the cost) searching the entire house, you guess you left the keys in the night table of your bedroom. If found there, it would had required the least amount of time/cost to find them, and this guess would have only cost a few seconds, in comparison of what would had taken to search the entire house.

Lets say that we instead decided to be thorough and decided to search the entire house. This would take forever, and in graphical terms, this will be equivalent to a Depth First Search, where every crevice/node gets inspected. If instead, we decide to start from the beginning, when we first got into the house, and check by the entrance, and then the kitchen, and then the bedroom, where we finally find them. This would have taken a little bit of time, and would certainly beat searching the entire house. This type of search is equivalent to a Breadth First Search, where we expand our search to the next location/node with each iteration, until the object is found.

This example very much illustrates the advantages of making a good guess. Of course, our guess could have been dead wrong, and end up searching the entire house, if we would had left the keys sill in the door, but on the outside. This is to reiterate that guessing is fallible, and success depends on how good a guess can be made. 

Why this is important? Well, for one, nobody likes to waste time. In terms of robotics, we can not afford a robot that takes forever to get from point A to B, and for our application, time is of essence. 

So, how do we apply what we learned?  First, lets recognized that our most efficient search consisted of two distinct steps: a guess was made (heuristic component), and it was followed by a search using the guess (the algorithmic component). Also, lets note that part of our decision was also influenced by a cost, which was to spend little time in extra searches; otherwise, we would had done the entire house search, if time was of no concern.

As such, those are the necessary components on the implementation of a Heuristic Evaluation Function f(n):


f(n) = g(n) + h(n)

where:

  g(n) ( measures the actual path length from any state n to start.;

  h(n) ( the heuristic estimate of distance from the state n  to the goal. 

In our search, at every iteration, f(n) is calculated for each node, and the state chosen is the one with the lowest f (n) value.

The remainder nodes are kept in a priority queue, with the next “least” f(n) at the top of the queue, in case the first node selected does not reach the intended goal.

At this point, we introduce the concepts of “open” and “closed” node/state. An open represents a node or a state that has been generated but whose children have not been explored. Obviously then, closed represents nodes/states that have been already examined. The order in which states are removed from open determines the order of the search. From our previous discussion, the chosen state with the least f(n) will become the open node. This is very similar to “coloring” nodes to identify nodes that have been explored during a breadth-first or depth-first search algorithm for a graph.

With this in hand, lets explore the first algorithm that closely resembles what we have done: best-first search.
7.3 Best-First Search Algorithm

A simple implementation can be accomplished with a procedure known as  “hill-climbing” [Luger02].

In the hill-climbing strategy, the currents state node in the search is expanded and the children are evaluated. Only the best child is selected for further expansion. Once identified, the process starts again with this new node, and any information leading to the parent or its siblings (if any) is discarded. It continues this approach until the process stops when it can no longer identify a child that is “better” than the current node.

The term “hill-climbing” alludes to an imaginary person, blindly trying to escalate a mountain, only selecting a path that seems to bring him higher up, until it runs out of mountain, never knowing that he may just be on top of a lesser pick, or the real thing.

Which points to some of the drawbacks for this algorithm. As it was mentioned, it is a blind space search, motivated by a greedy approach to only select the option with the immediate maximum return. By not looking back, or allowing backtracking, there is no way to recover if the absolute maximum goal is not reached, and instead a local maxima is attained.

On the other hand, this does not mean that the ultimate goal cannot be reached. This is very much dependant on how effective is our evaluation function f(n), how well we can tell we are on a lesser pick, and not the real thing. Remember, we are doing this blindly, as we go, so no “peaking” allowed. If our guess is sufficiently predictive, or informative, enough to avoid being trapped in a local maxima or on an infinite path, it is possible to attain maximum goal.

For the best-first search, we add a priority queue to the classical hill-climbing problem, which allows backtracking, allowing recovery from local maxima. In this case, we know what the outcome should be, which is to reach a specific goal or destination, although still done blindly.

The following best-first search algorithm pseudo-code. It has slightly modified only to resemble algorithms used in the textbook. The algorithm uses a list that keeps track of open and closed nodes, and orders the open ‘states’ from best to worst according to the evaluation function f(n), which uses some heuristic estimate (guess) based on closeness to achieving goal. 

Algorithm best-first search(G,goal):

    Input: A node graph G representing a search space, and goal, representing the goal

    Output: A list of nodes that represent the shortest path from Start (root of S) to goal.

    Start ( Root of S

    open ( [Start]

    closed ( [ ( ]

    while open ( [ ( ] do
        X ( leftmost state/node from open; remove X from open

        if X = goal, return path from Start to X

        else

generate children of  X

for each X.child do

case


    X.child ( open and X.child ( close


        assign the X.child a heuristic value (from the evaluation formula)


        add X.child to open


    X.child ( open


        if X.child reached by a shorter path 

then give the state on open the shorter path


    X.child ( closed


        if X.child reached by a shorter path

then ( remove the state from closed, add  X.child to open)


put X on closed


re-order open list by heuristic merit (best leftmost)

    return FAIL

As we have discussed before, this algorithm removes the first element of the open list, which is the candidate that is guessed to most likely reach the goal in the shortest path. If it is not the goal, then its children are evaluated. If a child state/node already on open or closed, the algorithm checks to make sure that the state records the shorter of the two partial solution paths. No duplicates. The open list is resorted, according to f(n) value and the process re-started through the while loop, until goal is reached. 

Using an example to better illustrate this code, the drawing in Figure 7.3.1 represents and arbitrary graph G with various nodes. Next to each one of the nodes, is the result associated with evaluating the node using some evaluation function f(n). The goal for this search is node P, highlighted in blue.

Only those nodes expanded by the heuristic search are in bold; note that not all nodes are addressed. This is so, since the more accurate the evaluation of f(n), which means a more informed the guess, the fewer nodes are processed in finding the goal. 
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Figure 7.3.1 [Luger02]

Following is a tracing of the execution of the algorithm for this example:

1.                      open = [A5]; closed = [ ]

2. evaluate A5; open = [B4, C4, D6]; closed = [A5]

3. evaluate B4; open = [C4, E5, F5, D6]; closed = [B4, A5]

4. evaluate C4; open = [H3, G4, E5, F5, D6]; closed = [C4, B4, A5]

5. evaluate H3; open = [O2, P3, G4, E5, F5, D6]; closed = [H3, C4, B4, A5]

6. evaluate O2; open = [P3, G4, E5, F5, D6]; closed = [O2, H3, C4, B4, A5]

7. evaluate P3; The goal P is found.

Note how the algorithm “backtracks” if a path does not lead to the goal, i.e.: node O back to H and then finally to P.

To generate the shortest path list, all we have to do now is to backtrack from the goal P, to its parent node. By backtracking through the parents in each occasion, we eventually reach the Start node. This represents the shortest path.

This procedure will always find its mark. To check for the correctness of the algorithm, lets assume the worst case scenario will be when heuristic evaluation assigns the same value to ALL nodes, which will then force the exploration of ALL nodes. Eventually, after inspecting all nodes, it will find the goal, since it will explore every one of them, since nodes will be kept adding to the open list. Since a goal is found, this will mean that there is a short path to it. Hence, this will imply then the heuristic evaluation would had to be incorrect, since not all nodes can have the same value. As such, if a shortest path exists, a heuristic evaluation could be generated to get to it, where nodes not on the path get a higher assigned value, than those on the path.

There have been methods developed to defining the heuristic formula, but it is a difficult task, because it relies on second-guessing, predicting the known. It is an empirical problem, one that requires observation, intuition, and lots of luck.

It is somewhat easier done for a game (e.g. board games), than for a space search algorithm for a robot. In a game, you take into account the number of moves that can be done at a particular time, and how many are left, and there are certain ones that could be discarded. It could also be done that at different stages of the game, it is possible to apply different heuristic evaluation functions. Through continuous trial and error, refinement, and greater accuracy and predictability can be attained.

Another advantage for games is that generally, their representation can be maintained throughout the game. That is, the type of moves, the number of spaces available, and board dimensions stay the same, such that the same heuristics could be applied throughout. Whereas for other systems, like robotics, or other natural modeling, the playing field could vary with every new step of the search.

7.4 Admissibility, Monotonicity, and Informedness: The A* Algorithm

To this point, in regards to heuristics algorithms, we have just concerned with finding a solution to a problem, by eliminating unpromising states and their descendants from consideration, and concentrating in those choices that most likely have a good chance of containing the solution. As such, this has been a one-dimensional approach. What if in addition to finding a solution, we are also interested in finding it in the shortest amount of time as well. 

Using heuristics, could it be possible to achieve multiple (multidimensional) goals? Can heuristics approach be applied to satisfy multiple requirements effectively?

The answer to this question is very critical of applications like robotics, where we may want to move a robot between points A and B, in the minimum amount of time, moving through a search space, while avoiding collisions; all this while planning their next move.

This new concern imposed on the capabilities and effectiveness of heuristics are defined as three properties of heuristics:

1. Admissibility: shortest path to a goal is found if it exists…

2. Monotonicity: can a state be found later at a cheaper cost…

3. Informedness: can a better heuristic approach be found…

Characteristic of an admissible heuristic: the procedure is guaranteed to compute a time-optimal solution in the search space, if such exists [Fuji91, Luger02]. 

What this means is that if there is a solution that yields a shortest path to a goal, and this solution is found through a heuristics approach, then this heuristic is deemed “admissible”. Such heuristic is guaranteed to find a minimal path to a solution, if such exists.

As such, we need to redefine our original Evaluation Function f(n) to properly address this new class:


f*(n) = g*(n) + h*(n)

where:

  g*(n) ( “cost” of the shortest path from the start node, to node “n”. 

  h*(n) ( returns the actual cost of the shortest path from n to the goal.

  f*(n) ( the actual cost of the optimal path from a start node to a goal node that

                passes through node n .

In comparing with the original formula, g(n) may not necessarily include the shortest path for a solution, from the respective node n to the starting node (unless that was the original problem to be solved), where g*(n) does, hence, we could expect that its cost maybe higher, because since it may include greater than the minimal set of nodes, it should not the minimal cost. In this case, the relationship between g(n) and g*(n) is: 



g(n) ( g*(n)

On the other hand, there is a significant difference for the heuristic component:  h(n) vs. h*(n) . In the original equation,  h(n) was an estimate, whereas now, h*(n) is a precise value of the guess, found by calculating the cost to the goal, is not an estimate anymore. As such, h(n) should not be greater than the real cost calculated by h*(n). Hence, the relationship now between h(n) and h*(n) is as follows:



h*(n) ( h(n)

As a result, as long as the estimate value for h(n) does not overestimate above the value for h*(n), there is a guarantee that a minimal path to a solution exists.

This property is what defines a new algorithm known as A* ( A STAR). Any such algorithm is deemed to be “admissible” (thanks to the woks of N.J Nilsson in 1980).

One consequence of this is that we do not want then h(n) to be an overly aggressive estimate, but rather conservative, one that can be improved with time and tries.

Worth noting is that breadth-first-search algorithm can be viewed as a special case of A* algorithm where h(n)=0. 

The A* algorithm a modified version of the ‘best-first search” that we explored few paragraphs above. The main difference is where in the best-first, we add to the open list the children of the current node, in A* we populate with ALL the successors of the current node.

As such, the Algorithms should look as follows:

Algorithm A-STAR (G,goal):

    Input: A node graph G representing a search space, and goal, representing the goal

    Output: finds the minimal path to a solution, if such path exists.

    Start ( Root of S

    open ( [Start]

    closed ( [ ( ]

    while open ( [ ( ] do
        X ( leftmost state/node from open; remove X from open

        if X = goal, return path of “pointers” from X to Start.

        else

generate each successor of  X

for each X.succesor do

case


    X.successor ( open and X.successor ( close


        establish a pointer to X for each 


        assign the X.successor a heuristic value (cost of X plus cost to goal from X)


        add X.successor to open


    X.succesor ( open


        if X.successor reached by a shorter path 

then set parent of X.successor to X


    X. successor ( closed


        if X. successor reached by a shorter path

then ( remove X.successor from closed, add  to open and set parent to X )


put X on closed


re-order open list by heuristic merit (best leftmost)

    return FAIL

This algorithm will now explore each successor heuristically, and for each of them will provide a path for backtracking, as well as provide a cost to goal value.

A sample of an A* search can be seen in Figure 7.4.1. As can be seen from this representation, The green node represents that starting point for a robot. The destination is in red. The robot needs to navigate around obstacles, logs, wall, rocks (black squares) to get to point B. What can be appreciated from the figure are the calculations made by the algorithm, how it “fans-out” towards the target. The computations for f(n) can be seen on the grid. 
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Figure 7.4.1 [Mac99]

7.5 D* Algorithm

The A* algorithm has turned into the panacea of roboticists and game developers. Yet for robotics, there is still a problem that the A* algorithm is not complete.

In this application of mobile robotics, the A* algorithm will be used to sort what should be the best path for a robot to travel from point A to B. The nodes that the algorithm evaluated were those generated by the sensory system/internal map, mostly as a path for collision avoidance. As such, this has been interpreted in a frame that is considered static.

But what if it were not static, or some dynamisms is introduced into the frame of reference, or sensors now get a better reading of an obstacle and now there is not enough clearance to travel along the path calculated. We would then have then to recalculate the path. And if the frequency as to how many of these occurrences were to increase, then it becomes into a significant cost impact for the robot unit.

In exploring how to avoid recalculating the entire path, or the remaining portion, entirely, a new algorithm derived from A* was developed, known as D* (for Dynamic A*), by Anthony Stentz as an algorithm for real time planning of “optimal” traverses [Stentz95].

This algorithms is a superset of the A* algorithm. It maintains a list of candidates, but instead of just a list of opens, it keeps a list of “raise” and “lower” sets of nodes that will imply that their cost have changed and now they are having a higher or lower cost than previously estimated due to the new state of parameters.

These higher and lower nodes are now re-processed as it was initially with the A*, by feeding them into the open list, while their cost gets adjusted, in hopes of identifying a new optimal path, still using heuristics to calculate the cost.

The D* algorithm consists primarily of three new functions: PROCESS-STATE, MODIFY-COST and MOVE-ROBOT. PROCESS-STATE computes new optimal path costs to the goal, while MODIFY-COST changes the cost function and enters the new nodes into the open list. MOVE-ROBOT then uses both functions to move the robot optimally across the plane. 

Also, in support of the MODIFY –COST, three other new functions are added to help manage the open list: INSERT, MIN-STATE, and MIN-VALUE. . INSERTS assigns a new h(n) component to the node, and then, moves the node into the open list, so the cost can be recalculated. MIN-VAL function calculates the new minimum f(n) and MIN-STATE identifies the state with the minimum f(n).

This algorithm is as effective as the A* originally revised, with the extra capability that it compensates for adjustments due to a dynamic environment.

This is the kind of algorithms I was trying to develop from the A* before I stumble into it during the research, and is the type of algorithm that closely matches the requirements for the intended application.

7.6 The IDA* Algorithm

Various proliferations have been made to the A* algorithm. In 1987 Richard E. Korf developed the Iterative-Deepening-A* algorithm, or IDA*.

It is a linear version of the A* algorithm, while still using the same cost function. At each iteration, it searches depth-first for solutions of a given length. Each iteration IDA* is simpler, and often faster than A*, due to less overhead per node.

This is so due to the fact that the A* (and D* as well), are memory hogs. In order to accomplish what A*/D* can do, massive memory space is dedicated to maintain the queues of nodes with all their pointers and heuristic calculations (see Figure 7.4.1 to see how the calculations being kept). In addition to the memory space requirements, there is also an execution time penalty associated with it. The IDA* algorithm tries to overcome these shortcomings, although some may say at the expense of optimality. 

Algorithm IDA*( Graph G)

         f-limit = f-cost(root)

         loop 

                  [ solution, f-limit ] = DFS_COUNTOUR( root, f-limit)

                  if (solution not null)  then return solution

                  if (f-limit = infinity)     then return failure

         end loop 

         DFS_COUNTOUR( node, f-limit)

           if ( f-cost (node)>f-limit)  then 

    return null, f-cost (node)




# exceed f-limit

            if ( node = goal )  then 
    return  node, f-limit         




# goal reached

            for each node.successor do                         


# test child nodes

                  [solution, new-f] = DFS_COUNTOUR ( node.successor, f-limit )

                  if ( solution not null) then

return (solution, f-limit)          


# new-f-limit

                  next-f = min( next-f, new-f)

            end-for

  return null, next-f

As can be seen, the bulk of the algorithm is the calculation of the nodes at the next depth. Only nodes that give a better cost are considered. DFS_CONTOUR is equivalent to the “cloud” we have seen in other graphs algorithms.

7.7 Complexity Analysis

The algorithms discussed here are examples of the “Shortest Path Problem” which becomes NP-Hard. Although the algorithms here described can be solved in linear time, they are just approximations of a search space that grows exponentially with every set of nodes that is added defining a new set of boundaries. this is even more complicated since the space is dynamic in nature, and constant evaluation is required. These problems are part of the PSPACE problem, that has been found to be NP-Hard.

From the algorithm analysis, these heuristic algorithms, are “approximation” type algorithms, and they have exponential in running time. This is so because at every step, with every node, it has to evaluate each successor, and from each successor, their successor and so on. It is almost equivalent to finding the shortest path evaluated from every node at every node; although not every node is addressed, in a worst-case scenario, they might.

Hence, for every level, the number of executions will be dependent of the number of successors, or branches of the sub-tree, and the depth of each sub-tree. As a result, on the worst case scenario, the running time will be exponential of the form O(bd) where “b” refers to the branching, and “d” to the depth.

Similar type of algorithm is discussed in our textbook, under branch-and-bound algorithms in the NP-Completeness chapter[Good02]. 

8 Related work

There are many more algorithm development to speed up space search analysis. Another algorithm I found during my search I found couple other papers related to A* algorithm developments, one of them using concurrent tables.

Part of it is the popularity of A*. It is one of the preferred methods for gamers for finding quick solutions for different frames during game development.

There are also other algorithms that address space search, like Probabilistic Algorithms. They also offer a best solution to a shortest path problem

The work will continue.

9 Conclusions

Three different views of algorithms for the intended application were tried to be interlaced. The original work only revealed systems related with dead reckoning, including the original proposal of using localized GPS systems, or pseudolites, which at the end, with a little bit of understanding, it turned out to be more of an application of the dead reckoning algorithms.

Additional work then yielded the heuristic algorithms and their role in AI. As such, a little exploration was also done on Genetic Algorithms for comparison, since both are heavy components for Artificially intelligent applications and they both provide solutions in identifying best path in search space problems.

Due to the nature of the application, a great deal of time was spent in understanding heuristic algorithms. Although Genetics Algorithms provides a good solution, maybe harder to be effective on this application due to constant re-calculation, needing re-evaluation as well of some of the key parameters like mutation, crossover, convergence. Experimental data may be collected for evaluation.

Much of the original intended work was cut short, as to just focus on the algorithmic aspect of the project. So major original sections have been removed, like sensor detailing and robot modeling.

I think one of the major areas of personal gain has been in the understanding a new set of algorithms with AI in perspective. they will definitely be put to good use.

The A* and related family of algorithms seems the most promising to what the application will be requiring, due to the dynamic environment that constantly needs to refocus on the data. So much more work still needs to be done. Areas of concern are still memory constraints, but the IDA* algorithms seem to address this problem effectively.

10 Areas for Further Study

There is also a lot of work still to be done related to Genetic Algorithms. I am interested in further understanding how to implement search problems just as the shortest path one. The one thing I did not capture during the search was how to introduce “dynamism” to the Genetic Algorithms. I think is worth exploring, based on the successes of D* and IDA*. Although the algorithm is dynamic by itself with all the mutations and crossovers, it will be interesting to understand how could be expanded to have a new population added to the system, including new “fitness” equations.

Additional work will also be done on the understanding of A* behavior for different situations. For example, A* has the hardest time reaching to the goal if there are no obstructions. What this means is, since there are no areas that cannot be eliminated from the search, the algorithm has to search the entire space (see section12).
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12 Samples of A* Behavior

Following are samples of A* algorithm behavior for couple odd different situations. Images captured were from A* Java Applet [Mac99]

This will require further analysis for understanding as well.
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Start/End in Opposite Corners, in separate rooms
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No obstacles in view, Start and End at opposite ends, A* has the most work since it can not “eliminate” choices.
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Goal is at middle of adjacent room.

